
POLITECNICO DI MILANO

Corso di Laurea in Ingegneria Informatica

Dipartimento di Elettronica e Informazione

Transfer of Knowledge in

Reinforcement Learning through

Policy-based Proto-Value Functions

AI & R Lab

Laboratorio di Intelligenza Arti�ciale

e Robotica del Politecnico di Milano

Relatore:

Prof. Andrea Bonarini

Correlatori:

Ing. Marcello Restelli

Ing. Alessandro Lazaric

Tesi di Laurea di:

Eliseo Ferrante, matricola 673140

Anno Accademico 2006-2007





Ai miei genitori





Abstract

Transfer learning is a process that occurs when learning in one context af-
fects the performances of learning in another contexts. On the other hand,
reinforcement learning is a very general learning paradigm, which potentially
can be used to solve any learning and control problem. Nevertheless it suf-
fers from high complexity problems. Transferring knowledge across di�erent
tasks can be important, since it makes possible to re-use existing experience
in order to reduce the complexity both in terms of required experience and
time.

There have already been several proposals of transfer learning techniques
inside reinforcement learning. However, these consist of separate e�orts,
which on a �rst sight appear to have few points of contacts.

In this thesis we give two main contributions. The �rst contribution is to
provide a sketch for a uni�ed framework of transfer learning in reinforce-
ment learning, identifying three di�erent sub-objectives for transfer. Among
these three objectives, we propose solution strategies for what concerns one
of them: representation transfer, i.e. learning and transfer of representa-
tion across tasks. Our approach is based on proto-value functions, a set of
techniques that enables learning of the domain representation via learning
of basis functions for function approximation.
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Sommario

Il transfer learning (o trasferimento di apprendimento) è quel processo che
avviene quando l'apprendimento fatto su di un contesto causa un miglio-
ramento o un peggioramento dell'apprendimento su di un altro contesto.
Questo processo avviene in maniera naturale negli esseri umani, ma ha
bisogno di tecniche apposite in intelligenza arti�ciale.

Nell'ambito dell'intelligenza arti�ciale, l'apprendimento per rinforzo si ri-
ferisce ad uno dei tanti paradigmi di apprendimento automatico. È una
disciplina ad ampio spettro di applicabilità, il cui principale interesse è
l'apprendimento e il controllo di comportamenti complessi da parte di agenti
arti�ciali, i quali interagiscono con un determinato ambiente e ricevono da
esso un feedback sotto forma di segnale di rinforzo.

Una delle principali aree di applicabilità dell'intelligenza arti�ciale è la cre-
azione di complessi sistemi robotici autonomi. I sistemi tutt'oggi esistenti si
possono considerare solo parzialmente autonomi. Un modo per ottenere un
miglior grado di autonomia nei robot è quello di renderli capaci di adattarsi
dinamicamente ad ambienti e compiti complessi e in continuo cambiamento.
Il �transfer learning� è uno strumento molto utile per il raggiungimento di
tale obiettivo. In particolare, la creazione di tecniche di transfer nell'ambito
dell'apprendimento per rinforzo può risultare ancora più utile data la sua
ampia gamma di applicabilità.

Il più grosso problema dell'apprendimento per rinforzo è la sua enorme com-
plessità computazionale, sia in termini di tempi di apprendimento che in ter-
mini di risorse necessarie per �memorizzare l'apprendimento� una volta ter-
minato. L'uso e�cace di tecniche di transfer all'interno di questo paradigma
può servire anche a ridurre drasticamente questo problema. Infatti, trasfe-
rendo conoscenza da un problema all'altro si rende possibile il riuso dell'es-
perienza, in modo da evitare di partire da zero nell'apprendimento su di un
nuovo problema.
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In letteratura sono già stati proposti alcuni contributi sul transfer nell'ambito
dell'apprendimento per rinforzo. Tali contributi consistono però in sforzi a
sé stanti, che ad un primo sguardo sembrano non avere punti di contatto. Il
primo contributo di questa tesi è fornire uno schema di infrastruttura uni�-
cata per il problema del transfer in apprendimento per rinforzo. All'interno
di questa infrastruttura sono stati rilevati tre sotto-obiettivi del transfer:

• Il miglioramento dei tempi di apprendimento

• Il miglioramento della soluzione appresa a regime

• Il miglioramento della soluzione di partenza

Inoltre, per ogni sotto-obiettivo, verranno identi�cate delle possibili strategie
per poterli realizzare.

Il secondo contributo di questa tesi è fornire tecniche per la soluzione del sec-
ondo dei tre sotto-obiettivi del transfer, tramite l'apprendimento e il trasferi-
mento della rappresentazione. Tali tecniche sono basate su altre già esistenti,
il cui contesto è quello dell'approssimazione di funzioni nell'apprendimento
per rinforzo. Quest'ultimo si riferisce ad un insieme di tecniche utili per
ridurre la complessità computazionale insita nell'apprendimento per rinforzo,
ma hanno lo svantaggio che richiedono che un esperto del dominio del prob-
lema de�nisca a mano le loro componenti base, cioè le basi di approssi-

mazione. Nonostante ciò, l'approccio qui proposto si basa su precedenti
lavori sulle proto-value functions, un insieme di tecniche che rende possi-
bile l'estrazione della rappresentazione, limitatamente al solo ambiente di
un problema, tramite l'apprendimento automatico delle basi di approssi-
mazione.

Il nostro lavoro si pone l'obiettivo di estendere l'approccio basato sulle proto-
value function. Ci poniamo il problema di apprendere una migliore rappre-
sentazione del problema che si sta a�rontando, sia in termini di ambiente che
di obiettivo. A tale scopo, questa tesi introduce le proto-value function di

politica, delle estensioni alla formulazione originale delle proto-value function
che considerano anche la soluzione del problema corrente, ossia la politica
risolutiva.

Oltre alle proto-value function di politica, questa tesi introduce anche es-
tensioni delle esistenti tecniche per l'estrazione della rappresentazione da un
problema. Risultati sperimentali eseguiti su di un semplice ambiente a griglia
mostrano come tali tecniche proposte portino ad un miglior apprendimento



della rappresentazione, sia in termini dell'ambiente che dell'obiettivo carat-
terizzante il problema che si sta a�rontando. Abbiamo inoltre eseguito espe-
rimenti di transfer vero e proprio su tale ambiente, distinguendo tra transfer
di obiettivo, dove l'ambiente rimane immutato e l'obiettivo cambia posizione,
e transfer di ambiente, dove questa volta è l'ambiente a variare e l'obiettivo
a rimanere immutato. Tali esperimenti dimostrano che le proto-value func-
tion originali, ossia quelle costruite tenendo solo conto dell'ambiente e non
dell'obiettivo, in alcuni casi riescono già a fornire buoni risultati. In altri
casi, tuttavia, le proto-value function di politica si sono dimostrate superiori.
Tali casi sono caratterizzati o da funzioni da approssimare molto discontinue
(caso di transfer di obiettivo) o da ambienti del problema che scoraggiano il
raggiungimento dell'obiettivo (caso di transfer di ambiente).

I nostri risultati si possono già considerare incoraggianti. Tuttavia gli espe-
rimenti sono stati svolti su di un problema molto semplice, che tuttavia in
alcuni casi si è dimostrato insidioso, soprattutto dal punto di vista dell'ap-
prossimazione di funzioni. Visti i risultati, sarebbe interessante, come futura
linea di ricerca, applicare le tecniche proposte su ambienti più complessi e
più vicini a situazioni reali.
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Chapter 1

Introduction

If we knew what it was we were doing, it would not be called research, would

it?

Albert Einstein

Transfer learning (or transfer of knowledge in learning) is a process that
occurs when learning in one context a�ects the performances of learning in
another contexts.

This chapter will serve as an introduction to transfer learning and has
the following structure: we �rst state the role of transfer in human learning
and in arti�cial intelligence; then will classify transfer according to di�erent
criteria; subsequently, examples of transfer are given; furthermore, we state
what is our contribution to the transfer learning research; �nally, the overall
structure of the thesis is introduced.

1.1 Motivation for Transfer Learning

Transfer Learning [49] is an important process in human learning and has
been extensively studied by cognitive psychologists. Since arti�cial intelli-
gence tries to replicate human-like behavior inside software systems, it usu-
ally gives formal de�nitions and includes concepts of cognitive psychology
into its own theoretical and algorithmic framework.

Next we will examine the role of transfer into human learning. Thereafter
we will introduce AI and state why transfer is crucial in AI too.

1.1.1 Transfer Learning in Human Beings

A key motivation for studying transfer is that, according to psychologists,
there is no clear distinction between ordinary learning and transfer learning
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in humans, i.e., any learning requires at least some transfer. This is because,
in order to perceive that learning has occurred, the learner should be able
to exhibit what he has learned later, in possibly di�erent situations.

Another way to see transfer and its relation with ordinary learning is the
following: learning works under the assumption that there exist structures
in certain learning tasks, and that while performing learning humans try to
capture those structures; furthermore, during their lives, humans are faced
with a huge variety of tasks, and it seems reasonable to assume that some of
them will share parts of their structure; thus, when humans face new learning
tasks, they will inherently and automatically exhibit better performance if
they already solved some related tasks before. For example, a person who has
already learned how to drive a car or a motorcycle will be able to learn faster
how to drive a di�erent vehicle (for example a truck) with respect to a person
which does not know how to drive any vehicle. This can happen because the
two tasks share some underlying structure, for example knowledge about
road signs or about general tra�c rules. In the same way a person who has
received a good training on basic and advanced math is more likely to learn
new concepts of physics faster. Many other examples do exist. Examples
related to the area of computer science and machine learning are discussed
in Section 1.3.

1.1.2 Transfer Learning in Arti�cial Intelligence

Arti�cial intelligence (AI) is a sub-area of computer science that deals with
theories, algorithms, and techniques that can be used to produce software
systems able to exhibit behaviors which are similar to human's intelligent
behaviors. Among the many sub-�elds of AI, machine learning concerns the
development of theories, algorithms, and techniques that allow computers to
exhibit behaviors similar to human learning.

Machine learning refers to all the techniques than enable learning of
some model given some experience. The model can have many di�erent
uses: for example as a prediction model, a classi�er, a recognizer or control
model. Reinforcement learning, among all machine learning paradigms, is
the one whose interest is to enable learning and control of complex behaviors
of arti�cial agents who are interacting with the environment and receiving
some feedback from it. We can think about these arti�cial agents also as
physically existent robots. In many real world applications, obtaining large
amount of experience in order to e�ectively learn good control models can be
very expensive. Transfer learning can be used to drastically reduce required
experience. In fact, by achieving e�ective transfer of knowledge, one can
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reuse experience or models learned in one task in another di�erent task,
thus saving time and other resources required to learn an entire new model
from scratch.

Furthermore, current robotic systems can only be considered partially
autonomous. To achieve a greater level of autonomy, robots must be capable
of adapting on-line to complex and dynamic surroundings. Transfer learning
is a step forward towards the achievement of robot's autonomy. By enabling
transfer, robots can become capable of adapting to changing environments
and goals.

There have already been attempts to model transfer learning concepts
inside machine learning, however this is still a novel and under research
�eld. Classical machine learning approaches do not involve transfer, i.e.,
we have a clear distinction between ordinary learning and transfer learning.
In ordinary learning, the learner is faced with a single task, and its aim is
to extract and store knowledge which can later be used to solve di�erent
instances of the same task. In transfer learning, however, the learner is
faced with a sequence of learning tasks, and its aim is to reuse knowledge
structures learned in earlier tasks (also called source tasks) in order to speed
up learning on the current task (also called target task). It turns out that
knowledge structures learned using any machine learning approach are not
general enough to be transferred in instances of di�erent tasks, hence brand
new theories and algorithms must be developed.

In machine learning literature transfer learning is known also under di�er-
ent names, such as analogy learning, inductive transfer of knowledge, induc-
tive bias learning, structural learning, multi-task learning, learning to learn,
etc ... However some of these names, in particular multi-task learning, refer
to a slightly di�erent scenario that involves learning structures that lies be-
hind di�erent tasks at the same time (in an o�-line fashion), whereas transfer
learning must be thought as an incremental, on-line process.

Next we will classify transfer under di�erent perspectives, and we will
explicitly state which among these di�erent classes will be of our interest
during our work.

1.2 Types of Transfer

Transfer can be classi�ed under di�erent perspectives. A �rst distinction
must be made between positive and negative transfer. The former occurs
when learning in one task improves the performance in some other task,
whereas the latter involves a negative impact on the performance of the
later task. For example a person who speaks English may �nd easier to
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learn some other language, for example German or Swedish, i.e. positive
transfer may occur. In the same way, a programmer who already knows how
to program in Java will have less problem to learn C# than a programmer
who only knows C and functional programming, i.e. in the second case more
negative transfer is involved. The matter become even worse if one tries to
apply C knowledge in Lisp, and so on. Of course in our work we assume we
are trying to achieve only positive transfer.

Another distinction can be made between goal transfer and domain trans-
fer [31]. In the �rst case, tasks shares the same domain, but the goal changes.
For example a person is trying to solve a problem in physics after having
solved other di�erent problems in physics, where the quantity that needs to
be computed may have changed but underlying physics laws have remained
the same. In domain transfer, instead, the domain changes among tasks
whereas the goal remains the same. For example suppose we have already
solved a problem in the electricity domain that involved the computation of
the current using the Ohm's law: I = ∆V

R , and then we are faced a prob-
lem in a di�erent domain, �uid �ow, but with the "same" goal, in this case
computation of the force using Poiseuille's Law: F = ∆P

R . As we can see, in
the latter case a mapping between representations is needed. Of course the
distinction between goal transfer and domain transfer is fuzzy, i.e. there can
be cases in which only part of the domain or/as well as part of the goal (for
example subgoals) can be transferred.

There are also more complicated cases of transfer. For example it can
happen that two tasks share the same domain topology except for some
scaling, augmentation in size or rotation. This class of transfer problems can
be denoted as transfer with global transformations of topology, and will not
be of our interest during our work, since they would be very di�cult to deal
with in a reinforcement learning setting.

1.3 Transfer Examples

In this section we present some examples of transfer learning problems.

1.3.1 Object Localization

Consider the computer vision problem that involves the recognition and lo-
calization of deformable objects in a picture [25]. This is a very challenging
task in computer vision since a huge amount of labeled data is needed. How-
ever this problem is solvable using a transfer-like approach.

The approach is divided in two phases. In the �rst phase (see 1.1) a
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landmark model of the object is learned from training images of the object.
Then, in phase 2 (1.2), a selection of candidates is done on the training set,
i.e., the candidate set contains only those training samples that achieve a
high score with respect of the landmark model. Those candidates are used
to further de�ne and characterize the landmark model. This �nal model is
then used to perform localization on target tasks.

Figure 1.1: Object localization using transfer - Phase 1

Figure 1.2: Object localization using transfer - Phase 2

This is a transfer approach for the object localization problem. This is
because learned landmark models consists in a very abstract representation
of the object to be recognized. This abstract representation is shared among
di�erent tasks, but nevertheless it can be modi�ed and �tted on-line to new
arising tasks.
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1.3.2 Face Recognition

Consider the problem of recognizing (distinguish) a face extracted from a
(potentially in�nite) group of faces. A traditional way to solve this problem
is to build a multi-class classi�cator. However this approach is weak in case
we want to deal with new, unseen problems, i.e. to we want to add new
classes (see 1.3).

Figure 1.3: Face recognition problem - multi-class classi�cator

Amore transfer-like approach involves the construction of multiple, single-
class classi�cators (see 1.4). The main assumption is that these classi�cator
will share some common characteristics, i.e. some underlying structure, so
it can be easier to train a new classi�er for a new class later. So, when a
new task arises, and it involves a new face to be recognized, a new clas-
si�cator will no longer be constructed from scratch. Instead, we will use
shared knowledge about the general characteristics of �faces� to build a new
classi�er faster.

Figure 1.4: Face recognition problem - Multiple single-class classi�cators
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1.3.3 Problem Solving

In problem solving tasks, such as the path �nding tasks depicted in Figure
1.5, the traditional approach involves planning or learning the solution for
the new task from scratch. More advanced approach may involve hand-
decomposition and reuse of pieces of earlier strategies, however this may
require a lot of prior knowledge. A more transfer-like approach involves the
automatic identi�cation and transfer of relevant structures in the strategy
and in the environment. A transfer-like algorithm trying to solve the problem
on the rightend side of 1.5 may try to identify and transfer part of the strategy
(the blue arrows in this case) to the target problem. Techniques able to do so
should be able to achieve automatic task decomposition and identi�cation
of which strategies (sub-goals) are general enough to be re-used later on
di�erent arising tasks.

Figure 1.5: Path �nding problem

1.4 Towards a Uni�ed Framework for Representa-

tion Transfer in Reinforcement Learning

Reinforcement learning is a very general learning paradigm, which poten-
tially can be used to solve any learning and control problem. Nevertheless it
su�ers, more than any other machine learning paradigms, from the problem
called �the curse of dimensionality�. This means that its computational com-
plexity is very high, thus making di�cult the achievement of learning in even
very simple real-world applications. E�ective use of transfer of knowledge
can help to reduce this problem signi�cantly. This can happen because, by
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transferring knowledge across di�erent tasks, it is possible to re-use existing
experience and it is no more necessary to start learning in new tasks from
scratch, thus reducing the complexity both in terms of required experience
and time.

There have already been several proposals of transfer learning techniques
inside reinforcement learning. However, these consist of separate e�orts,
which on a �rst sight appear to have few points of contacts. The �rst contri-
bution of this thesis is to provide a sketch for a uni�ed framework of transfer
learning in reinforcement learning. Within this framework, we will identify
which are the three di�erent objective that a transfer learning technique may
achieve. We will then identify which are possible strategies and techniques
to achieve these objectives, both by examining the existing literature and by
proposing new perspectives.

Among the three objectives of transfer learning, this thesis will propose
solution strategies for what concerns one of them in particular: representa-
tion transfer, i.e. learning and transfer of representation across tasks. These
new techniques will be based on already existing techniques, whose setting
is the one of function approximation in reinforcement learning. Function
approximation is an e�ective way to reduce the curse of dimensionality in
reinforcement learning but, as we will see, it requires its key components, the
basis functions, to be de�ned by the domain expert. Our approach will how-
ever be based on works on proto-value functions [35], a set of techniques that
enables learning of the domain representation via learning of basis functions.

Our work will extend the proto-value function approach. In particular,
we will face the problem of learning a better representation of the task at
hand, both in terms of the domain and in terms of the goal. In doing so, we
will propose policy-based proto-value function, which is an extension of the
original de�nition of proto-value functions that takes also the solution of the
current task, i.e. the learned policy, into account.

1.5 Structure of the Thesis

The remaining of this thesis is divided into three parts.
In the �rst part we review existing works pertaining to transfer learning in

reinforcement learning or related in some way to this subject. In particular:
Chapter 2: we review the state of the art of reinforcement learning and
of transfer learning: we �rst describe reinforcement learning and its main
algorithms and extensions; subsequently, previous works on transfer are in-
troduced.
Chapter 3: we introduce spectral graph theory and proto-value functions.
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This �rst part of the thesis is essential in order to better understand the
setting on which our contributions are based. In the second part, we present
our own contributions. In particular:
Chapter 4: we present a �rst sketch for a uni�ed framework of the transfer
learning process by decomposing it in three di�erent sub-processes. In par-
ticular, we see how this process and its components can be realized inside
the reinforcement learning paradigm.
Chapter 5: we describe the second contribution. In particular we present
several extensions to the proto-value function approach, in particular policy-
based proto-value functions.

In the third and last part, we show an experimental analysis and results,
together with the conclusions. In particular:
Chapter 6: the experimental analysis is presented. In particular, we analyze
how to e�ectively capture the representation of one task, and we present
transfer experiments both for goal transfer and for domain transfer.
Chapter 7: we draw conclusions and we present directions for future re-
searches.
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Chapter 2

Previous work

The real danger is not that computers will begin to think like men, but that

men will begin to think like computers.

Sydney J. Harris

In Chapter 1 we introduced transfer learning in its general formulation with-
out entering in details of how it can be realized in reinforcement learning
(RL), the learning paradigm at the basis of our work. In this section we,
introduce RL and we give an overview of techniques dealing with RL and
transfer.

This chapter is organized as follows. In the �rst section we introduce
RL: we present basic concepts and algorithms, function approximation and
hierarchical RL. In the second section, works on transfer learning in RL are
presented.

2.1 Reinforcement Learning

Reinforcement Learning [64] is a very general learning paradigm that enables
an agent to learn an optimal policy for the solution of a given task by direct
interaction with the environment. A policy is a mapping from perceptions
to actions, whereas an optimal policy is a policy that maximizes some long
term performance measure.

RL is somewhat di�erent from Supervised Learning, which is maybe the
most commonly studied and applied framework in Machine Learning [44]: a
supervised paradigm involves learning by examples provided by an external
supervisor, whereas in RL experience is usually gathered by direct interaction
with the environment; also, in Supervised Learning performances informa-
tion is contained inside supervised samples, whereas in RL it is embedded

11
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inside a reward signal. RL is also di�erent from unsupervised learning, since
the latter involves automatic extraction of patterns and inherent structures
from data, without any example.

During the learning process, the agent senses her situation within the
environment through sensors and performs some actions through actuators.
The result of an action is a perceivable change of the situation. Furthermore,
the agent receives a reward signal, which represents an immediate feedback
that indicates how good it is to be in a certain situation and to perform a
certain action in that situation. The aim of the agent is to learn how to
behave in a certain environment, in order to maximize the reward obtained
throughout her entire experience. The policy that maximizes the reward is
the optimal policy and represents the solution to the given problem.

In the following section we introduce the Markov Decision Process, which
is the formal tool usually adopted to formalize RL problems.

2.1.1 Markov Decision Process

A Markov Decision Process (MDP) [10] is a tuple 〈S,A, T ,R〉, where:

• S is the State Space

• A is the Action Space

• T : S ×A× S → [0; 1] is the Transition Model

• R : S ×A → < is the Reward Function

If the state and the action space are �nite, then we are dealing with a
�nite MDP.

The state space is a set containing all possible situations an agent can
face within the environment. Each of these situations is called state. The
peculiar feature of a state is that it is completely observable, i.e. given a state
the agent knows exactly which among all possible situations she is facing.
The state space can either be continuous or discrete.

The action space is the entire set of (primitive) actions an agent can
choose from. When an agent takes an action in a given state, it brings
about a perceivable transition from a state to another. Some actions are not
appliable in certain states: in these circumstances it is common practice to
assume that the agent remains in the same state it is before the action is
taken. The action space can be continuous or discrete.

The transition model formalizes the stochastic dynamics of the environ-
ment. It returns the probability to get to a state s′ after taking an action a
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in state s, i.e.:

T a
s,s′ = Prob(s′|s, a), ∀s, s′ ∈ S, a ∈ A

In MDPs the transition model T ful�lls the Markov property: the prob-
ability of reaching s′ from s only depends on s and not on the history of
earlier states.

Finally, the reward function R(s, a) is the function mapping each state
s ∈ S to a real value r ∈ <. R(s, a) is also more compactly denoted as Ra

s .

2.1.2 Policies, State Value Functions and State-Action Value

Functions

As stated in Section 2.1, the goal of the agent is to learn the optimal policy.
We now have all the formal instruments to de�ne what policies are and what
an optimal policy is.

A policy π is a mapping from states to actions: π : S → A. It indicates
which action a ∈ A is taken in state s ∈ S. The optimal policy π∗ is the
policy that maximizes the expected cumulative reward received by the agent:

E

[
H∑

k=0

rt+k+1

]
, (2.1)

whereH is the horizon of the problem. In in�nite-horizon problems, equation
2.1 does not converge, and a discount factor γ : 0 ≤ γ < 1 is introduced:

E

[ ∞∑
k=0

γk · rt+k+1

]
(2.2)

where γ weights the value of rewards received in the future, i.e. a reward re-
ceived k time steps in the future is worth only γk−1 times its immediate value.

Given a policy π, and a state s, we compute the long-term value or state
s by following π, using one of the approaches given above (unless otherwise
stated, from now on we will use 2.2). Hence we de�ne the state value function
(or simply value function) as:

V π(s) = E
[
rt+1 + γrt+2 + γ2rt+3 + . . . |s, π

]
(2.3)

where rt+1 = Rat
st
, st = s and at = π(st). Similarly, the state-action value

function is de�ned as:

Qπ(s, a) = E
[
rt+1 + γrt+2 + γ2rt+3 + . . . |s, a, π

]
(2.4)
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which indicates the expected value of taking action a in state s, under the
assumption the agent will be following policy π thereafter.

The optimal policy is de�ned as: π∗ : V π∗
(s) ≥ V π(s)∀π,∀s or π∗ :

Qπ∗
(s, a) ≥ Qπ(s, a)∀π,∀(s, a). The corresponding value function is called

optimal value function and is denoted as V ∗(s) or Q∗(s, a).
The goal of any RL algorithm is to learn an estimate of V ∗(s) or Q∗(s, a).

In fact, given one of these two estimates, the optimal policy is immediately
derived as:

π∗(s) = arg max
a

Q∗(s, a) (2.5)

π∗(s) = arg max
a

∑
s′

T a
s,s′ · V ∗(s′) (2.6)

The following section introduces some of the most important RL algorithms.

2.1.3 Reinforcement Learning Algorithms

The optimal value function and state-action value function are the unique
�xed-point solutions of the following Bellman equations:

V ∗(s) = max
a∈A

[
Ra

s + γ
∑
s′

T (s′|a, s)V ∗(s′)

]
(2.7)

Q∗(s, a) = Ra
s + γ

∑
s′

T (s′|a, s) max
a′

Q∗(s′, a′) (2.8)

Dynamic Programming (DP) estimates optimal (action) value function
by turning Equation 2.7 or Equation 2.8 into update rules, i.e., by comput-
ing V ∗(s) or Q∗(s, a) through iterative estimation processes such as value
iteration and policy iteration [9].

The main drawback of these methods is that they require complete in-
formation about the environment and about the task, i.e. the agent should
know or estimate both T and R. For this reason, DP methods are also called
model-based methods. In most of the practical applications it is very di�cult
to know T and R in advance, and also their estimation can be unfeasible.

RL algorithms di�er from DP methods since they do not have any prior
about the model. Instead, they are used to learn the value function by direct
interaction with the environment. These methods are often called model-free

methods. The most important model-free algorithm is Q-learning [68]. Q-
learning updates the estimation of the state-action value function using the
following update rule:

Qk+1(s, a) = (1− αk)Qk(s, a) + αk

[
Ra

s + γmax
a′

Qk(s′, a′)
]

(2.9)
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where αk is a learning rate. Pseudo-code for Q-learning is reported in Algo-
rithm 1.

Algorithm 1 Q-learning

1: Initialize Q(s,a) randomly
2: for all episodes do
3: Initialize s
4: while s is not a terminal state do
5: a← π(s)
6: Execute action a; Observe r; Observe s′

7: Qk+1(s, a)← (1− αk)Qk(s, a) + αk [Ra
s + γmaxa′ Qk(s′, a′)]

8: s← s′

9: end while

10: end for

It can be demonstrated [68] that under certain conditions on the learning
rate α and on the exploration of the environment, Qk converges to Q∗ for
k →∞.

Q-learning is an o�-policy algorithm, and this means that the policy used
to interact with the environment is di�erent from the policy used to estimate
the value function. Conversely, algorithm like SARSA [64] are said to be on-
policy, since they use the same policy for environment interaction and for
value function estimation. The pseudo-code in Algorithm 2 shows how the
update rule changes in SARSA.

Algorithm 2 SARSA

1: Initialize Q(s,a) randomly
2: for all episodes do
3: Initialize s
4: while s is not a terminal state do
5: a← π(s)
6: Execute action a; Observe r; Observe s′

7: a′ ← π(s′)
8: Q(s, a)← (1− αk)Qk(s, a) + αk [Ra

s + γQ(s′, a′)]
9: s← s′

10: end while

11: end for

The main drawback of these approaches is the so-called "curse of dimen-

sionality" [64]. For medium or high complexity problems, the state space or
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even the action space can be very large. In all classical RL algorithms the
computed value function is stored using a tabular form with |S| or |S| × |A|
entries. If either the state space or the action space is very large (or even
in�nite in case of continuous domains) storing and learning value functions is
unfeasible. In the next section, we introduce function approximation, which
is a set of techniques that plays a central role in trying to reduce the e�ect
of the curse of dimensionality.

2.1.4 Reinforcement Learning with Function Approximation

In this section we introduce some notions about function approximation (FA)
and its use in RL algorithms. These techniques introduce more compact
representations of the value function and can be used both to deal with large
domains and to achieve generalization, i.e. obtain a good approximation on
the entire state space by exploiting knowledge gathered only on a part of it.

Value Function Approximation with Gradient Descent Methods

The most general class of function approximator is the one based on param-
eter estimation [54]. The approximated function is represented:

f(φ(s), θ)

where φ represents a feature vector, also called basis functions vector: φ(s) =
[φ1(s), . . . , φn(s)], whose components φi : S → < are functions that maps
elements of the state space onto real values (features), whereas θ is a pa-
rameter vector (or weights vector) θT = [θ1, . . . , θm], i.e. a set of adjustable
parameters.

RL algorithms using FA uses statistical regression methods to �nd a θ
minimizing some measure of error in the output of f . Depending on the
function to be approximated, the general formulations of the approximators
are:

V̂ (s) = f(φ(s), θ) ,

Q̂(s, a) = f(φ(s), θ(a)) ,

Q̂(s, a) = f(φ(s, a), θ) .

The most common algorithm to optimize θ is gradient descent. General
gradient descent methods consider the variation of the error between the
estimated and the actual value of f with respect to θ and modify the latter
in the direction which reduces the error:

∆θ = −αp
∂Ep

∂θ
for some error function Ep and step size α.
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Linear Methods

The most simple case of function approximator is linear function approxi-
mator, in which the approximation is obtained by a linear combinations of
basis functions (i.e. feature vectors), weighted using θ:

f(φ, θ) =
n∑
i

φiθi = φθ

In order to de�ne the error, it is necessary to have access to the actual
value of the target function. In supervised learning and in statistical regres-
sion a vector of pairs (si, z

∗
i ) i = 1 . . . N is actually available, where n is the

size of the training data. The error function on the p-th target value can
hence be de�ned as:

Ep =
1
2

(
z∗p − f(φp, θ)

)2

bringing to a weight update (also known as Widrow-Ho� Delta Rule [69]:

θi = θi + α
(
z∗p − f(φ, θ)

)
φp

In RL target values z∗i are not available, so they are substituted with
their current estimates.

Q-Learning with Function Approximation

The Delta Rule can be extended to Q-learning in the following way:

θk+1
i = θk

i + αk

[(
Ra

s + γmax
a′∈A

Q̂k(s′, a′)
)
− Q̂k(s, a)

]
φi . (2.10)

. Q-learning with FA is depicted in Algorithm 3:

Algorithm 3 Q-Learning with Function Approximation

1: Initialize θi randomly
2: for all episodes do
3: Initialize s
4: while s is not a terminal state do
5: a← π(s)
6: Execute action a; Observe r; Observe s′

7: θi ← θi + α
[
r + γmaxa′ Q̂(s′, a′)− Q̂(s, a)

]
φi(s)

8: s← s′

9: end while

10: end for
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Approximate Dynamic Programming

Value function estimation using DP can be extended to the FA framework.
LSPI (Least Squares Policy Iteration) [30] is an approximate dynamic pro-
gramming algorithm based on policy iteration.

LSPI approximates the action-value function Qπ(s, a) for a policy π us-
ing a set of (usually handcoded) basis functions φ(s, a). The approximated
action value function is:

Q̂π(s, a;w) =
k∑

j=1

φj(s, a)wj

where wj are weights or parameters that can be determined using least
squares methods and φ(s, a) is a real vector of size k where each entry corre-
sponds to the basis function φj(s, a) evaluated in the state action pair (s, a).
The previous formula can be re-written in matrix form as: Q̂π = Φwπ, where
Φ is the basis function matrix:

Φ =


φ(s1, a1)T

. . .

φ(s, a)T

. . .

φ(s|S|, a|A|)T


The state-action value function Qπ is the �xed point solution of the

Bellman equation that can be compactly written as:

TπQ
π = Qπ,

where Tπ is the Bellman operator, that in turns can be de�ned as:

(TπQ)(s, a) = Ra
s + γ

∑
s∈S
T a

s,s′

∑
a∈A

π(a′, s′)Q(s′, a′) . (2.11)

To �nd a good approximation for Qπ we force the approximate value function
to be a �xed point under the Bellman operator:

TπQ̂
π ≈ Q̂π.

The approximation is possible if the �xed point lies in the space of approx-
imate value functions spanned by the basis function. This is always true
for Q̂π but it may be not true in general for TπQ̂

π, hence we need to per-
form a projection. For example one can consider the orthogonal projection
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(Φ(ΦTΦ)−1ΦT ) which minimizes the L2 norm. The �xed point equation
become:

Q̂π = (Φ(ΦTΦ)−1ΦT )TπQ̂
π.

By performing several manipulations of the above equation, we derive the
following expression for the desired solution that amounts to solving a (k×k)
linear system, where k is the number of basis functions:

(ΦT (Φ− γTΠπΦ))wπ = ΦTR ,

where T is the stochastic matrix of size S×A×S that contains the transition
model of the process, Ππ(s′, (s′, a′)) = π(a′, s′) is a stochastic matrix of size
S ×S ×A that describes policy π and R is the matrix describing the reward
model. Instead of using the orthonormal projection we can use a weighted
projection to control the distribution of the approximation error. If µ is a
probability distribution over (s, a) and ∆µ is the diagonal matrix with the
projection weights µ(s, a), the weighted least-squares �xed point equation
would be

(ΦT ∆µ(Φ− γTΠπΦ))wπ = ΦT ∆µR ,

or more compactly

Awπ = b . (2.12)

LSPI algorithm consists in a policy evaluation step, in which A and b

are estimated using the update rules

Ãt+1 = Ãt + φ(st, at)(φ(st, at)− γφ(s′t, π(s′t)))
T and

b̃t+1 = b̃t + φ(st, at)rt ,

and in a policy improvement step that updates the policy (i.e. the weights)
by inverting Equation 2.12, i.e.

w̃π ← Ã−1b̃ .

Weights update is performed until ‖w − w′‖ ≤ ε for some ε, where w denotes
the old weights, w′ the updated weights and ‖·‖ is some norm measure.

Notice that we do not need to estimate the entire transition model and
reward function as in classical DP method, but a collection of samples in the
form 〈si, ai, ri, s

′
i〉 will su�ce.
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State Aggregation

State aggregation can be considered a very simple case of function approx-
imator. It is called also state abstraction and refers to a set of techniques
used to map a ground representation, the original description of a problem
consisting in the full set of states, to an abstract representation, where the
state space has been compacted.

State aggregation approaches can be divided into three main categories:
simple aggregations, multiple-partitions aggregations and adaptive schemes.

The �rst category is based on the idea of simply grouping states of a
MDP into macrostates. Macrostates consists in partitions of the original
state space, hence every state may belong only to one macrostate.

Multiple partitions are more sophisticated solutions. Here each state be-
longs to di�erent macrostates, and the value function is approximated by a
linear combination of the values stored in each macrostate. An important ex-
ample of multiple partitions solution is CMAC [26]. A CMAC uses multiple
overlapping tilings of the state space to produce a feature representation for
the �nal linear mapping where all the learning takes place. A tiling consist
in several weighted tiles. The approximate value of a given point is found by
summing the weights associated to the tiles that contains that point. Fur-
thermore, a tiling organization is de�ned by a tile width w and the number
of tilings t. The ratio w/t is called resolution of a tiling organization. Within
tiling organizations with the same resolution, the number of tiling is called
generalization breadth. Stone and Sherstov [56] developed also a technique
which allows adaptive estimation of parameters, in particular of the general-
ization breadth. Another example of multiple overlapping aggregation is soft
state aggregation by Singh et al. [59]. Here each state is assigned to a soft

cluster with a probability p, hence each state may belong to several classes.
Singh et al. did provide a general convergence theorem for Q-learning with
soft state aggregation. Also, they introduced an algorithm for adaptive state
aggregation, an approach that involves automatic probability estimation for
clusters.

All the above mentioned approaches need a human expert to design the
aggregation of the state space in advance. On the other hand, adaptive
algorithms are able to automatically adapt the state space representation
by increasing the resolution only in regions where the approximator is in-
adequate. Adaptive algorithm may also be combined with multi-partition
schemes. An example is LEAP [11], which does not require a hand-coded
representation as in static systems and de�nes a method to re�ne the state
space representation that is more e�ective than simply splitting an aggregate
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into two halves.

2.1.5 Hierarchical Reinforcement Learning

An important and very active sub-branch of RL is hierarchical RL (HRL)
[47]. The main aim of all the approaches pertaining to this branch is to
decompose RL problems using a hierarchical structure.

In the following we introduce the main frameworks for HRL: Markov
options and MAXQ value function decomposition.

Markov Options

Markov options [63] formalize the idea of temporally extended actions in RL.
An option o is de�ned as a tuple 〈I, π, β〉, where:

• I ⊆ S is the initial set

• π : S ×A → [0, 1] is the option policy

• β : S → [0, 1] is the termination condition

During the action selection phase, if the agent is in the initial set of an
option o, it can either select a primitive action a or an option o. If o is
selected, subsequent actions will follow π until the stochastic termination
condition β is met.

Intuitively, an option models the concept of macro-action, as opposed
to the concept of primitive action. While a primitive action in a gridworld
domain could be "right" or "left", a macro-action in the same domain could
consist in a sequence of primitive actions such as "go to the bathroom" or
"go right until you hit a wall".

If we allow option policies to be non-markovian, then we are also allowing
hierarchical organization of options. In this context, an option can "call"
another option instead of only primitive actions, and this can go on through
all the levels of the hierarchy.

With the introduction of the options, it is necessary to rede�ne all the
basic concepts in RL: value function, action-value function, reward function
and transition model.

Option structure is not necessarily unalterable: algorithms do exists to
allow dynamic modi�cation (improvement) of the termination condition, for
example by allowing interruption of options before the termination condition
is met [63]. Furthermore, there is also the possibility to speed up the learning
process by introducing intra-option learning, that is the possibility to learn
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the model, Ro
s and T o

s,s′ of an option o given experience and knowledge of o,
i.e. its I, π and β, where

Ro
s = E

{
rt+1 + γrt+2 + · · ·+ γk−1rt+k|ε(o, s, t)

}
,

T o
s,s′ =

∞∑
k=1

p(s′, k)γk

and ε(o, s, t) denotes the event of o being initiated in state s at time t.
Formally, a set of options de�ned over an MDP constitutes a semi-Markov

decision process (SMDP), i.e. a generalization of the MDP where an action
can take more than one step to complete. In terms of the learned policy,
both algorithms based on standard MDPs or on SMDP learn the same policy.
The use of options, however, produces signi�cant improvements of learning
performances under certain conditions, as it is shown in [38]. Furthermore,
options may also represent building blocks that can be pro�tably transferred
across di�erent tasks. However, options are di�cult to construct by hand,
especially if we seek the ones that most naturally decompose the given task.
Hence, algorithms able to automatically and incrementally learn options are
needed to achieve e�ective transfer. Further discussion on this point is re-
ported in Section 2.2.3 and Section 2.2.4.

MAXQ Value Function Decomposition

MAXQ value function decomposition [17] is an alternative approach to HRL.
MAXQ decomposition decomposes a given MDP M into a set of subtasks
{M0,M1, . . . ,Mn}, each associated with a subpolicy πi, i ∈ 0 . . . n, with the
convention that M0 is the root subtask, i.e. a solution for M0 is a solution
for M .

A subtask is a tuple 〈Xi,Ai, R̃i〉 where:

• Xi(si) is a termination predicate that partitions S into a set of active
states, Si, and a set of terminal states, Xi. The subpolicy for subtask
Mi can only be executed if the current state s is in Si;

• Ai is a set of actions that can be performed to achieve subtask Mi.
These actions can either be primitive actions from A or they can be
other subtasks, i.e. the �children� of subtask i;

• R̃i(s′, s, a) is the pseudo-reward function, which speci�es a pseudo-

reward for each transition from a state s ∈ Si to a terminal state
s′ ∈ Xi. This pseudo-reward tells how desirable each of the terminal
states is for this subtasks.
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A solution for a problem decomposed using MAXQ is a hierarchical policy
πH , i.e. a set containing a policy for each of the subatasks in the problem:
πH = {π0, . . . , πn}

2.2 Transfer Learning in Reinforcement Learning

In this section we review works about transfer learning and in particular
their application to RL.

2.2.1 Multi-task Learning

In machine learning there exists many works that can be a rich inspiration
for the introduction of transfer capabilities in the RL paradigm. The most
representative class of works is about multi-task learning [13].

Multi-task learning is a �eld closely related to transfer learning. The
distinction between transfer learning and multi-task learning is not clear.
Usually, a distinction is made according to one key property. In multi-task
learning tasks are presented to the learner altogether at the same time, and
a model is drawn from them at only one point. In transfer learning, tasks
are incrementally presented to the learner, and the model is incrementally
built and updated.

Rich Caruana [13] pioneered multi-task learning. He showed that learning
tasks in parallel while using a shared representation can help other tasks to
be learned cheaply in terms of required experience per task. To show this,
he extended many techniques to the multi-task case, such backpropagation
neural networks, k-nearest neighbor and kernel regression.

Multi-task learning has also received a full formalization under the su-
pervised learning setting in [8]. We recall that the formalization of the
supervised learning problem involves the search of an optimal hypothesis
h : X → Y from an hypothesis space H that minimizes some loss or error
function l : Y × Y → <, where X and Y are the input and the output space
respectively. Search is performed by analyzing a sample set drawn from the
input space X and the output space Y according to some probability dis-
tribution P . Baxter [8] extended this formalization to the multi-task case.
Here we seek an optimal hypothesis space H from an hypothesis space fam-
ily H = {H} that with high probability contains good solutions h to any
problem drawn from a collection of problem according to some probability
distribution Q. Search is performed by analyzing a multiset of samples, i.e.
we �rst sample m problems according to Q and then we sample n samples
from each of these problems according to probability distribution P .
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There are also other important works related to multi task learning for-
malization and algorithm development. For example Ando and Zhang [1]
propose a technique based on a semi-supervised approach. The main idea is
to use unlabeled data to produce auxiliary prediction problems that are use-
ful to discover predictive structures (i.e. structures common to all prediction
tasks of a same given class). Other works by Pontil et al. [21] involve exten-
sions of kernel methods such as support vector machines from the single-task
to the multi-task case. Finally, Pontil et al. [2] also show that the multi-task
learning problem is in general a non-convex optimization problem, but that
can be converted into an equivalent convex optimization problem.

2.2.2 Transfer of State Abstractions

Besides its application as function approximator, state aggregation can also
be useful in creating the building blocks needed to achieve transfer. Let us
suppose to have a class of related tasks generated from the same generative
world model, so that transfer is possible among tasks inside this class. Each
of these tasks has its own description, where the state space plays a central
role. It is reasonable to assume that, given a task in this class, its state space
may be associated with an abstraction that have some features common to
many, maybe all tasks of the class, and some other features which are peculiar
of that task only or of a restricted subset of the given class. An e�ective
use of state abstraction in transfer learning may be able to extract a good
abstraction that can be transferred to other related tasks.

Li, Walsh and Littman [67] proposed a framework for transfer of state
abstractions between MDPs. In their earlier work [32] they proposed a clas-
si�cation of state abstraction into �ve classes, according to a granularity re-
lationship. Subsequently, they proposed a framework called GATA (General
Abstraction Transfer Algorithm) that is reported in Figure 2.1. GATA deals
only with factored MDPs, where the state space is de�ned of n multi-valued
features f1, . . . , fn. The algorithm consists in �ve steps:

1. Solution of source MDPs using standard RL algorithms

2. Production of abstract source MDPs using an abstraction scheme

3. Incremental construction of a set of relevant features F and irrelevant
features F̄ , where a feature is irrelevant i� its presence would produce
a "�ner" abstraction

4. Con�icts over relevance between multiple source MDPs are solved, i.e.
a feature is labeled as relevant for the target environment if it was
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Figure 2.1: GATA - General Abstraction Transfer Algorithm

tagged as relevant in any of the source environments

5. Application of the resulting abstraction (which includes only relevant
features) to the target MDP

To demonstrate the e�ectiveness of the algorithm they provided theoret-
ical results, showing what happens to the optimal policy if applying GATA
using each of the �ve classes of abstraction. The optimal policy is preserved
in four of the �ve classes, and it may be lost only when using the coarsest of
the abstraction classes.

2.2.3 Transfer in Hierarchical Reinforcement Learning

HRL approaches are interesting for transfer learning: building blocks of the
decomposed problem may be transferred to new, decomposable tasks having
some of the subgoals in common with the original task. For example, let us
consider a robotic, gridworld domain like the one depicted in Figure 2.2: in
a source task, we want the robot to go from the entry hall (denoted with
'E ' in the �gure) to the kitchen (denoted with 'K ' in the �gure) to take
some co�ee, whereas in the second, target task we ask the robot to go to
the bathroom (denoted with 'B ' in the �gure) to switch o� the light. As we
can see, both tasks involves going through the living room (denoted by 'L'),
hence the task "go to the living room" can be seen as a shared subtask for
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Figure 2.2: A robotic gridworld domain

both the source and the target task. Hence, if we are able to appropriately
decompose the source tasks into subgoals using an HRL method, we may be
able to transfer the subpolicy related to the subtask to the target task, in
order to speed up learning.

The HRL approach presented in Section 2.1.5 cannot be directly used
in a transfer framework. The reason is that they lack a �exible and au-
tomatically learnable structure, i.e. both options and MAXQ require prior
knowledge about the decomposition of tasks into subtasks and about the
latter's subpolicies.

However, extension to HRL approaches do exist that allow them to be
more �exible and hence suitable for transfer. In the following we describe
some of these extensions. In particular we �rst introduce subgoal discovery
techniques; then we review some intrinsically motivated learning (IML) al-
gorithms; �nally we introduce variable-reward HRL, a method that enables
transfer in the MAXQ framework.

Subgoal discovery

Many di�erent approaches for subgoal discovery and task decomposition have
been developed in RL. In general the subgoal discovery process involves the
decomposition of the initial problem into subproblems, each one having its
own reward function. Each sub-problem is then solved and the resulting
policies are then used as temporally extended actions in the original problem.

One of the key factors di�erentiating the di�erent approaches is the cri-
terion for the identi�cation of subgoals. Some approaches [39] attempt to
�nd bottlenecks in the state space. A bottleneck is a region that is fre-
quently visited by paths yielding to the goal but not frequently visited by
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the other paths. If a temporally extended action bringing to such a bottle-
neck is learned and added to the agent's set of skills, this can signi�cantly
improve the exploration of the environment since the agent is able to visit
regions (probably containing the goal or highly rewarding states) which are
not "well connected" more frequently. McGovern and Barto [39] face this
problem as a multiple-instance learning problem and by using the diverse
density concepts [36].

Another approach concerns the use of the concept of relative novelty [6].
The relative novelty of a state s with respect to a sequence of state tran-
sitions is the ratio between novelty of states following and including s and
the novelty of states preceding s. The novelty of a state is a measure that
is inversely proportional to the number of times of visiting that state. A
subgoal state, according to this approach, is an access state, i.e. a state
with high relative novelty value. Such states are starting states for transi-
tions yielding to regions of the state space that would be otherwise di�cult
to reach. Subgoal discovery using relative novelty consider the problem of
classifying each state as target or non target by considering the current and
past observation for relative novelty.

There are also graph-based approaches like Q-cut [43] and L-cut [58] that
are able to �nd bottlenecks in the observation space by using algorithms
for the computation of the max �ow/min cut of a graph. Finally, Other
approaches [41] use clustering to partition the state space and then learn
temporally extended actions to go from each partition to each other.

The main drawback of subgoal discovery methods is that they develop
abilities that are speci�c for the given task, since subgoal regions are identi-
�ed according to the task at hand. Next we examine intrinsically motivated
approaches that aim to construct (extract) abilities without �xing any initial
goal.

Intrinsically Motivated Learning

IML approaches aim at allowing the agent to build general skills by direct in-
teraction with the environment using self-motivation. By self motivation one
means that the reward signal is not provided by an external supervisor, but
it is automatically constructed inside the agent herself. These approaches
are supported by a large collection of psychological literature. They show
that primary needs in animals, that can be seen as externally provided re-
wards, are not su�cient to explain their exploratory behavior. Instead their
behavior can be explained by taking also into account the need of exploration
itself or even the need of activity, which can be seen as internally provided
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rewards. By interacting with the environment and using self-motivation the
agent can automatically identify interesting situations that are also useful in
multiple tasks and hence she can learn abilities that can bring about these
situations.

Barto, Singh and Chentanez [7] proposed an interesting approach built
on Markov options and that allows arti�cial agents to construct and extend
hierarchies of reusable skills. They bound the concept of interest to the one of
saliency, although they also state that in the general IML case saliency is not
su�cient to capture all aspects of intrinsic motivation. In their implementa-
tion saliency is associated to certain key events in the agent's environment
and link an intrinsic reward to the occurrence of each of these salient events.
This intrinsic reward is proportional to the prediction error of the speci�c
event in the learned option model (probabilistic descriptions of the e�ect of
executing an option) for that event. Thus when an event occurs for the �rst
time or in a previously unexperienced context, its intrinsic reward is high
(the event is surprising or interesting), but as the agent repeatedly brings
about that event, she becomes better at both doing so and predicting the oc-
currence of the event. As the event becomes more predictable it also becomes
less rewarding (the agent gets bored). Hence the agent incrementally tries to
bring about new interesting situations, by using both primitive actions and
skills (options) learned in earlier times. So in this way a hierarchical options
structure is built. The authors shown the e�ectiveness of their approach in
both a toy problem and in a developmental robot learning framework [62].

Another promising IML framework is SMILe [53]. SMILe allows learning
of a hierarchy of general skills, represented as Markov options, by an incre-
mental exploration of the environment. Skill acquisition in SMILe consists in
the iteration of three phases: the babbling phase, the motivation phase and
the skill acquisition phase. During the babbling phase the agent estimates
the transition model by exploring the world using the set of skills it currently
owns. In the �rst iteration only the set of primitive actions A is available to
the agent, whereas in the subsequent iterations this set also includes options
learned during previous iterations. In the motivation phase, the agent iden-
ti�es the more interesting regions of the state space. To do so, it computes
the value of an interest function Ik(s) for each state and at each iteration
of the algorithm. Such interest function must satisfy the boredom property,
i.e. a state that was interesting during iteration k must be less interesting
during iteration k+1, to avoid multiple extraction of the same skill. During
the skill acquisition phase, the agent acquires the option that allows her to
go to the most interesting state. To do so a pseudo-reward function is used,
that assigns a value greater than zero to the most interesting state and less
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or equal to zero to the other states. The option policy can hence be learned
using standard RL algorithms, while the termination condition is set to zero
everywhere except for the goal state, whereas the initial set can be initialized
to the states that were more frequently visited during the exploration phase.

Variable-reward Hierarchical Reinforcement Learning

Tadepalli et al. [40] proposed a transfer framework built on the MAXQ
structure. In particular the address the problem of transfer among di�erent
MDPs where the transition dynamics (domain) is the same but the reward
function may di�er. Furthermore, they assume the reward functions can
be described as linear combinations of reward features, whose weights vary
among MDPs.

They extended their previous work on transfer in non-hierarchical set-
ting, where every policy is represented by a monolithic value function, to
the hierarchical case. In variable-reward HRL, to every subtask (but the
root) they associate the total expected reward during that subtask, and the
expected duration of the subtask for every state. By storing the parameters
of the value function that are independent of the global average reward they
enable transfer of any subtree of the task hierarchy across di�erent MDPs.

They experimented their approach on a RTS domain similar to WacraftTM .
They showed that a non-hierarchical approach can even yield to negative
transfer, whereas transfer in a MAXQ settings performs better. Even if
they based their work on model-based algorithms, models need only to be
computed once if the transition model remains the same.

2.2.4 Action Transfer

In this section we review two approaches that deal with the extraction and
transfer of both primitive and non-primitive actions. Both approaches in-
volve the introduction of extensions to the standard MDP formalism.

Primitive Action Transfer

In [55], Stone and Sherstov introduce the concept of action transfer, that is
extraction of a subset of actions from a source task and their use in place of
the full action space in the target task. Furthermore, they introduce a novel
formalism that decouples the domain and the task part of an MDP.

In order to de�ne this new formalism, they �rst introduced two new
concepts: the set of outcomes O and the set of classes C. Outcomes represent
the actual result of taking an action into a certain state. For example, in a
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gridworld domain, the outcome of action east when facing a wall on the east
is stay, whereas it would have been east if the wall was not there. Classes are
labels applied to states such that all states in the same class have identical
transition and reward dynamics. The new formalism, consisting in a domain

part and in a task part, can now be de�ned as follows:

De�nition 1 A domain is a quintuple 〈A, C,O, t, r〉, where A is a set of

actions; C is a set of state classes; O is a set of action outcomes; t : C×A →
Pr(O) is a transition function and r : C ×A → < is a reward function.

De�nition 2 A task within the domain 〈A, C,O, t, r〉 is a triple 〈S, κ, η〉,
where S is a set of states, κ : S → C is a state classi�cation function and

η : S ×O → S is a next-state function.

With the aid of this formalism they were able to de�ne a measure of task
dissimilarity. They �rst introduced the concept of Outcome Value Vector
(OVV) of a state s, which is the vector composed by the values of the optimal
value function associated with states related to outcomes of all possible ac-
tions that can be taken in s: u =

[
V ∗(s1), V ∗(s2), . . . , V ∗(s|O|)

]T . It is now
possible to de�ne task dissimilarity between two tasks in terms of their OVV
sets U = 〈UC1 , UC2 , . . . , UC|C|〉 and Ũ = 〈ŨC1 , ŨC2 , . . . , ŨC|C|〉 (grouped by
classes):

∆(U, Ũ) = max
c∈C

max
u∈Uc

{
min
ũ∈Ũc

‖u− ũ‖2
}

Intuitively, dissimilarity is the worst-case distance between an OVV in the
source task and the nearest OVV of the same class in the target task.

In the �nal step of their work they introduced an algorithm that is able
to transfer optimal action from a source task to a target task. They called
this algorithm RTP (Randomized Task Perturbation). The main idea of this
algorithm is apply a random perturbation to the source task to provide an
arti�cial source task, then gather the optimal action space of the combined
original and arti�cial source tasks.

Agent Space and Problem Space: Skill Transfer

Konidaris and Barto [29, 28] proposed the use of two di�erent problem rep-
resentations to transfer options across di�erent tasks.

In their works they assumed the agent is faced with a sequence of envi-
ronments, generated by the same generative world model, which share a set
of commonalities. Through interaction, the agent perceives some sensations
with which two di�erent representations can be built: a problem space and
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an agent space. The problem space is a state descriptor which is su�cient
to distinguish between states in the current environment. Among the dif-
ferent set of tasks only the set of actions remains unchanged, while the set
of states, the transition probabilities and the reward function depend on the
task the agent is currently facing. Conversely, the agent space is a represen-
tation that is shared among the di�erent tasks and pertains to sensations
which are shared across the sequence of tasks. While problem space models
the Markov description of a particular environment, agent space models the
(potentially non-Markov) commonalities across a set of environments.

Based on this model, they focused on both knowledge transfer and skill
transfer.

In [29], they provided techniques that enable learning of shaping rewards
[18]. Shaping rewards is a mechanism to introduce a more informative reward
signal into a problem, in order to speed up RL. Classical techniques involving
shaping rewards require either external hardcoding of reward signals [45]
or their automatic construction using di�erent versions of the same task
with incremental complexity or by using progress indicators [52, 37]. These
approaches do not achieve transfer among di�erent tasks, whereas learning
with agent and problem space can e�ectively yield to a signal that can be
used either to provide an initialization for the value function of future tasks
or as a transferable shaping reward.

In [28], they enabled transfer of options by rede�ning them under the
new, two-representation-based framework:

• Option Policy πO : (cji , a) 7→ [0, 1]

• Initial Set IO : cji 7→ {0, 1}

• Termination Condition βO : cji 7→ [0, 1]

where cji is an agent space descriptor (and not a state s in the problem
space).

2.2.5 Transfer of Functions and Policies

In this section we describe two works developed by Peter Stone: the �rst
concerns the transfer of value function's features among di�erent tasks in
the GGP (general game playing) domain, while the second involves transfer
of policies using inter-task mappings.
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Figure 2.3: Examples of Features: Empty squares (circles) mean win (loss) for the

learner. A crossed square is a draw.

Transfer in General Game Playing

Peter Stone et al. [5] proposed transfer approaches established on the general
game playing domain. General game playing (GGP) domain was introduced
by Pell [48] and allows the de�nition of a wide range of games using a de-
scription language called GDL (game description language). This domain is
very useful to test several arti�cial intelligence approaches, i.e. the challenge
is to develop an agent able to compete in arbitrary games described using
GDL.

Usually domains concerning more than one agent (in games there are at
least two opponents) are studied by other approaches outside of RL, such
as techniques pertaining to game theory and multi-agent systems. However,
here we assume a game with two players, where the �rst player is the learner
and the second one is the opponent. If the opponent chooses its actions
according to a stationary (but not necessarily deterministic) policy, then the
learner is faced with a standard, stationary MDP as the one described in
section 2.1.1. Hence, under these assumptions, RL can be used to learn
policies in order to deal with a single game or with arbitrary games.

Stone approach to transfer in GGP involves transfer of knowledge cap-
tured while playing in one game to accelerate and perform better learning
in another game. The captured knowledge should embed game-independent
features of the value function space, for example the kind of opponent we are
facing. In order to achieve this kind of transfer it is necessary to recognize
certain features, i.e. properties of the state space, which are shared among
the source and the target game. Stone uses some game-tree lookahead struc-
tures as features. Figure 2.3 shows examples of features. The process of
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Figure 2.4: The feature extraction process

feature extraction is simple:

1. Starting from a node representing an opponent state, the tree is ex-
panded for up to two more levels 1;

2. Each node in the tree is classi�ed as win, loss, draw or non-terminal ;

3. On the lowermost level, siblings of the same class are coalesced;

4. For each of the next higher levels, all siblings with the same tree struc-
ture under them are coalesced

Figure 2.4 shows this process.
After learning in the source game and after collecting features, values of

all visited states that match any feature are stored. Then, to each feature Fi

they assign a value V al(Fi) = avgw{Q(s)| s matches Fi}. When the target
task is presented, each new visited state is compared against the extracted
features. If there is a match, then the Q value for that state is initialized as
follows: Qinit(s) = V al(Fi) s.t. s matches Fi. If there is no match, then
the Q for that state is initialized to the default value.

Stone has demonstrated that this approach can e�ectively achieve better
learning performance on the target task than learning the target task from

1an arbitrary number of level expansions is possible, however two has been chosen for

e�ciency reasons
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scratch. The two tasks can also have very di�erent state and actions spaces.
However this approach su�ers from one possible limitation: the number of
possible outcomes for the source and the target games should be identical
(in this example there were three possible outcomes, win, loss and draw,
identi�ed by three di�erent reward signals, 100, 50 and 0 respectively). If
this is not the case, then an equivalency relationship for outcomes should be
provided.

Stone et al. have also sketched how to deal with game symmetries, i.e.
how to identify symmetries in smaller versions of a game and then transfer
this knowledge to accelerate learning on larger versions of the same game [4].

Transfer via Inter-Task Mappings

The last transfer approach by Stone et al. we present [66] di�ers from the
one presented in the previous paragraph in many ways. This approach in-
volves transfer of policies from a task to another, whereas the previous one
involved value function transfer. In inter-task mappings, new techniques are
developed to deal with an arbitrary domain, as opposed to feature transfer
which has only been de�ned for GGP.

Transfer via inter-task mappings works as follow: given a source task, a
policy is learned and represented with an appropriate action selector. Then,
using a transfer functional that maps policies from a source task to policies
in the target task, we can build a new policy which can be used as a starting
point for learning in the target task. Thereafter, policy search methods are
used to learn a policy for the target task.

We now ask ourselves the following questions:

• Which action selector should we use?

• What is a transfer functional? How is it possible to transfer a policy?

• Is there a way to automatically build a transfer functional?

• Which policy search method should we use?

In his works Stone was able to answer to all of these questions.
As an action selector, Stone used a neural network with inputs describing

the current state and with |A| output nodes. For each state con�guration
presented as an input, the action with the highest activation is selected.

A transfer functional ρH is a mapping from source task policies to target
task policies: ρH(φsource) = φtarget. A transfer functional can be constructed
provided we have access to two inter-task mappings, namely χH,X and χH,A.
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χH,X maps each state in the target task to the most similar state in the source
task. In the same way, χH,A maps each action in the target task to the most
similar action in the source task. Once we executed learning on the source
task and once we have the neural network corresponding to the source policy
πsource, we build a neural network for πtarget with initially no links and with
one input node for each variable in the target task, one output node for each
action in the target task and with the same number of hidden nodes of the
source task. There is now a correspondence between each node in the target
task and each node in the source task. The correspondence is formalized by
the function ψ:

ψ(n) =


χH,X(n) if n is an input node
χH,A(n) if n is an output node
ninput if n is an hidden node

Links can now be added to the target task policy: for every pair of nodes
ni, nj in the target policy, if a link exists between ψ(ni) and ψ(nj) in the
source, a new link with the same weight is created between ni and nj .

So far we assumed that inter-task mappings ought to be handcoded. We
now see which is the answer to the third question: is it possible to automatic
extract inter-task mappings?

Stone uses a classi�er based approach to answer this question. He �rst
perform sampling on the source task, collecting tuples of the form 〈s, a, r, s′〉.
Then he builds a classi�er CA that is used to predict which action cor-
responds to a given sample: CA : 〈s, r, s′〉 → a. He then applies CA:
if CA(starget, r, s

′
target) = asource then atarget corresponds to asource (i.e.

χH,A(atarget) = asource). A similar approach is used to build χH,X . Stone
proposed also a way to deal with state with di�erent classes of semantics
(see [66]).

The last question concerns how to perform learning on the target task
once a initial policy has been given. The approach used by Stone uses NEAT
(Neuro Evolution for Augmenting Topologies). NEAT uses genetic algo-
rithms to evolve the initial neural network to the one with an appropriate
complexity to capture the given problem. It starts with a populations of
genomes, each represented by a neural network, and incrementally evolves
the network topology using crossover between the �ttest individuals and two
mutation operators: add link and add node.

Stone has proposed also another way to automatically build transfer func-
tionals. This other approach [33] involves the use of a modi�ed version of
the structure mapping engine (SME) [22] to automatically build function-
als. The weak point of this approach is that it requires too much a-priory
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knowledge on the domain, under the form of QDBNs (qualitative dynamic
Bayesian network) describing the relations between a source and a target
task (see [33]).

These approaches have demonstrated their e�ectiveness in many di�er-
ent domains, such as keepaway for Robocup [65] and server job scheduling.
However further work is required in order to reduce the a-priory domain
knowledge required to represent inter-task mappings even further.
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Proto-value Functions

In mathematics you don't understand things. You just get used to them.

Johann von Neumann

In this chapter we describe proto value functions (PVFs) [35], a technique
for the automatic construction of a set of basis functions for value function
approximation.

We �rst give a theoretical background, in particular on spectral graph
theory. Then we introduce the main technique, i.e. basis function extraction
from manifolds and value function approximation using PVFs.

3.1 Theoretical Background

In this section we review the basic results in spectral graph theory, the theory
that lies behind PVFs.

3.1.1 Spectral Graph Theory

Graphs are useful and e�ective tools for the compact representation of data
and their structure. Many theories and techniques describe the properties
and the manipulation of graphs. Linear algebra and matrix theory [24] are
commonly used to analyze adjacency matrices of graphs. Nevertheless, these
techniques are e�ective when dealing with regular and symmetric graphs, and
more complex and advanced techniques are needed in case of general graphs.
In particular, spectral graph theory [15] extends spectral theory of function
analysis to the study of structural properties of graphs through the analysis
of eigenvalues and eigenvectors of matrices associated with the graph.
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The two main issues under investigation in spectral graph theory are the
derivation of bounds on the distributions of eigenvalues and the impact and
consequences of eigenvalue bounds on the structure of the graph. In this
section, we introduce some de�nitions and mention some basic facts about
eigenvalues. In the next section we focus on the possibility to use eigenvectors
as basis functions for the approximation of functions on graphs.

In the next paragraphs we deal with spectral methods concerning undi-
rected graphs and directed graphs.

Basic Graph De�nitions

An unweighted graph G is de�ned as a tuple 〈V,E〉, where V is the vertex
set and E is the edge set. Without loss of generality, if n is the number of
vertexes, we can assume that V = {1, . . . , n}. The most natural matrix that
can be associated to G is the adjacency matrix A, whose entries aij are given
by:

aij =

{
1 if (i, j) ∈ E
0 otherwise.

To each vertex dv we can associate a degree, denoted as dv, which is the
number of edges incident to vertex v. Given the adjacency matrix, the
degree of vertex v can easily be computed as:

dv =
n∑

u=1

auv

For a unweighted undirected graph, we have that aij = aji ∀i, j ∈ V . If this
condition does not hold, we are dealing with a unweighted directed graph.

A weighted graph G is a tuple 〈V,E,w〉, where V and E are the usual
vertex and edge sets, and w : V ×V → < is a weighting function associating
a weight to each edge. Aside from the adjacency matrix, here we de�ne also
the weight matrix W , whose each entry wij = w(i, j) is the weight between
vertex i and vertex j. The degree of a vertex v in a weighted graph is

dv =
n∑

u=1

wuv .

For a weighted, undirected graph, we have that wij = wji ∀i, j ∈ V . If this
condition does not hold, we are dealing with a weighted directed graph.

These basic graph de�nition will be useful soon, as we introduce more
de�nitions related to spectral graph theory.
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Spectral Graph Theory on Undirected Graphs

Consider an undirected, unweighted graph G. Let dv denote the degree of
vertex v.

We now de�ne two new matrices.

De�nition 3 The combinatorial graph Laplacian L for an unweighted undi-

rected graph is the matrix de�ned as follows:

L(u, v) =


dv if u = v,

−1 if u and v are adjacent,

0 otherwise

(3.1)

De�nition 4 The normalized graph Laplacian L for an unweighted undi-

rected graph is the matrix de�ned as follows:

L(u, v) =


1 if u = v and dv 6= 0,
− 1√

dudv
if u and v are adjacent,

0 otherwise

(3.2)

The aim of spectral graph theory is to study the eigenvalues and the
eigenvectors of the Laplacian to deduce useful properties of the underlying
graph. Let us denote the eigenvalues of L by 0 = λ0 ≤ λ1 ≤ · · · ≤ λn−1,
where n is the number of vertexes. Basic properties and facts that can be
proved about these eigenvalues are:

1.
∑

i λi ≤ n. The equality holds if we have no self loops and dv 6= 0 ∀v

2. If G is a complete graph Kn on n vertexes (i.e. the graph where there
is an edge connecting every pair of distinct vertexes), then λn−1 ≥ n

n−1

3. If n ≥ 2 then λ1 ≤ n
n−1 with equality i� G = Kn, the complete graph

with n vertexes

4. If G 6= Kn then λ1 ≤ 1

5. If G is connected then λ1 > 0

6. If λi = 0 and λi+1 6= 0 then G has exactly i+1 connected components
(i.e. subgraphs of G such that there is a path from any vertex to any
other vertex)

7. For all i ≤ n− 1 we have λi ≤ 2

8. λn−1 = 2 i� a connected component of G is bipartite and nontrivial
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9. The spectrum of a graph is the union of the spectra of its connected
components.

The de�nition of the Laplacian can be extended to the case of weighted
undirected graphs. Let w : V × V → < be a weight function such that
w(u, v) = w(v, u)∀u, v and w(u, v) ≥ 0. The de�nition of the combinatorial
and normalized Laplacian are extended to this case in the following way:

De�nition 5 The combinatorial Laplacian L for a weighted undirected graph

is the matrix de�ned as follows:

L(u, v) =


dv − w(u, v) if u = v,

−w(u, v) if u and v are adjacent,

0 otherwise

(3.3)

De�nition 6 The normalized Laplacian L for a weighted undirected graph

is the matrix de�ned as follows:

L(u, v) =


1− w(u,v)

dv
if u = v and dv 6= 0,

−w(u,v)√
dudv

if u and v are adjacent,

0 otherwise

(3.4)

More compactly, we can de�ne L = D−A∗ and L = D−1/2(D−A∗)D−1/2

with A∗ denoting the adjacency matrix A (containing 1 if the edge exists and
0 otherwise) in case of unweighted graphs or the weight matrix W (whose
elements wij contains the weight assigned to the edge) in case of weighted
graphs.

Another important aspect about the spectrum of the Laplacian emerges
from the analysis of its eigenvectors. All the Laplacians (also the ones de-
�ned on directed graphs) are symmetric matrices. An important property
of symmetric matrices is that their eigenvectors are orthonormal, i.e. they
de�ne an orthonormal set of basis. We will see later in Section 3.2 that
this is a feature that is very important for our aims and that is the key to
understand PVFs.

Random Walks on Graphs

Given a graph G with a set of vertexes V (G) and a set of edges E(G), a
walk is a sequence of vertexes v0, v1, . . . , vt where {vi, vi+1} ∈ E(G) and
vi ∈ V (G) for i = 0, . . . , t. A random walk is determined by the transition
probabilities P (u, v) = Prob(xi+1 = v|xi = u), which are independent of
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i. By de�nition
∑

v P (u, v) = 1. Then the random walk on that graph is
de�ned as:

P (u, v) =

{
1
du

if v ∼ u
0 otherwise

In term of matrices the random walk matrix P is de�ned as:

P = D−1A∗

One way to think about random walks is to look at what happens after t
time steps to a mass of 1 that was assigned to a vertex at time 0. This mass
spreads though the graph according to the transition probabilities and the
amount of mass at a particular vertex at time t represents the probability
that the walk would end there at time t. This is also true for any initial
distribution f (mass assignment at time 0) as long as f(v) ≥ 0 and

∑
f(v) =

1, v ∈ V (G). The distribution at time t is recursively de�ned as ft(v) =∑
u∼v ft−1(u)P (u, v) and in term of matrices:

ft = ft−1P

hence in general we have:
ft = f0P

t

A series of questions arises at this point:

• If we iteratively multiply the initial distribution by P , do we get a
sequence that converges?

• Does it converge to a stationary distribution (i.e. to a limit, stable
distribution)?

• Is such a distribution unique?

A (row) vector f is said to be a stationary distribution if it satis�es:

f = fP .

If the answer to all the three question is positive, then the matrix P t con-
verges to a rank-one matrix in which each row is the stationary distribution
(f), that is:

lim
t→+∞

P t = 1f ,

where 1 is the column vector with all entries equal to 1. A random walk
that converges to a unique stationary distribution is said to be ergodic. A
random walk P is ergodic if and only if the components of the spectrum of
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the random walk (i.e. the eigenvalues) are strictly less than 1 in its absolute
value for i 6= 0 (|ρi| < 1∀i 6= 0 where 1 = ρ0 ≥ ρ1 ≥ · · · ≥ ρn−1 are the
eigenvalues of P )1. The previous condition holds when P has the following
properties:

1. P is irreducible, i.e. for any u, v ∈ V there is some t such that
P t(u, v) > 0

2. Aperiodicity, i.e. the greatest common divisor of all closed circuits is 1
(
{
t : P t(u, v) > 0

}
= 1), i.e. there is no integer t > 1 that divides the

length of every closed circuit of the graph.

and the following conditions holding on G:

1. G is connected

2. G is non-bipartite

By recalling fact 5 and facts 7-8 about the spectrum of the Laplacian
(as stated in the previous section), we can draw a connection between the
spectrum of the Laplacian and the random walk. More precisely we must
require that:

1. λ1 > 0

2. λn−1 < 2

The discussion made in this paragraph is true only for undirected graphs.
Next we see how things are di�erent in the case of directed graphs.

Spectral Graph Theory on Directed Graphs

In this paragraph we extend the results presented above to the case of di-
rected graphs. At �rst we report the conditions on the graph that ensure
random walks on directed graphs to have a unique stationary distribution.
Then we de�ne the Laplacian on directed graphs.

Perron-Frobenius Theorem Let M be a matrix. If M is non-negative

and irreducible, then there is a real ρ0 > 0 such that the following hold:

1. ρ0 is an eigenvalue of M , and all other eigenvalues satisfy |ρ| ≤ ρ0

2. The eigenvector corresponding to the eigenvalue ρ0 has non-negative
entries

1Note that ρi are the eigenvalues of P , and not the eigenvalues of the Laplacian, denoted

by λi
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This formulation only holds for non-negative matrices, i.e. whose entries
mij ≥ 0,∀i, j. In the case we are dealing with positive matrices (mij >

0,∀i, j), then the theorem becomes:

Perron-Frobenius Theorem for Positive Matrices LetM be a matrix.
If M is positive and irreducible, then there is a real ρ0 > 0 such that the
following hold:

1. ρ0 is an eigenvalue of M , and all other eigenvalues satisfy |ρ| < ρ0

2. ρ0 is simple (i.e. it has multiplicity 1)

3. The eigenvector corresponding to the eigenvalue ρ0 has all positive
entries

The irreducibility condition on matrices (in the case of graphs, adjacency
and random walk matrices) corresponds to constrain graphs to be connected
(in the case of undirected graphs) or strongly connected (in the case of di-
rected graphs) and aperiodic. A directed graph is strongly connected if
∀u, v ∈ V (G) there exists paths in G from u to v and from v to u, whereas
aperiodic means that the greatest common divisor of all closed cycles is 1,
i,e, there is no integer t > 1 that divides the length of every cycle of the
graph.

The eigenvector corresponding to the eigenvalue ρ0 is called the Perron
vector and is denoted as ψ. If we consider the random walk matrix P , it
follows that 1 is always an eigenvalue of P , since P1 = 1 and the elements
in the Perron vector sums to 1. In other words, the all 1s vector is a right
eigenvector of P with eigenvalue 1. Furthermore, if the conditions of the
Perron-Frobenius theorem holds (the graph is strongly connected and ape-
riodic), then the Perron vector is exactly the unique stationary distribution
to which any initial distribution converges.

In practical applications, the conditions of the Perron-Frobenius theorem
are rarely ful�lled. Nonetheless, one simple way to ful�ll these conditions is
to ensure that all elements of the graph matrix consist of non-zero elements:

Mnew = (1− d)E
n

+ dMT

where d : 0 ≤ d ≤ 1 is the damping factor (it should be set to a high value,
such as 0.95, to ensure Mnew is not too di�erent from M) and E is a n× n
matrix of all 1's.

Several algorithms do exist for the computation of the Perron vector.
The reason is that it has recently received a lot of attention from the com-
munity performing link analysis on the world wide web thanks to Google's
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PagerankTM . On our experiments we used the simplest and most used one:
power iteration. It iteratively estimates ψ as ψT = ψTP until a stopping
precision criterion is met. Power iteration is reported in Algorithm 4

Algorithm 4 PowerIteration(P ,ε)

// P : Random Walk Matrix
// ε: Precision parameter

1: ψ ← initialize(P )
2: k=1
3: while ‖Pk+1 − Pk‖ < ε do

4: ψT
k+1 = ψT

k P

5: k = k+1
6: end while

7: return ψ

Given the de�nition of the Perron vector, it is now possible to extend the
Laplacian de�nition to directed graphs [14]. Combinatorial and normalized
Laplacian on directed graphs are de�ned as follows:

L = Ψ− ΨP + P T Ψ
2

(3.5)

L = I − Ψ1/2PΨ−1/2 + Ψ−1/2PΨ1/2

2
(3.6)

where P = D−1G is the random walk associated to the graph G, I is the
identity matrix and Ψ is a diagonal matrix whose components are the ele-
ments of the Perron vector.

3.2 Proto Value Function and Function Approxi-

mation

In this section, we �nally describe the main work by Mahadevan and Mag-
gioni [35]. We �rst motivate the need of the approach for RL and we infor-
mally describe it from the point of view of both RL and dimension reduction.
Next we formally describe the technique and the main algorithm.

3.2.1 Motivation of Proto-value Functions

In Section 2.1.4 we introduced reinforcement learning with function approx-
imation. One of the main assumption is that a set of basis functions is
provided by the designer in advance.Under this assumption, the structure
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of the approximator is �xed, and a parameter estimation method is used
to approximate the value functions, such as temporal di�erence learning or
least squares projection.

Overcoming the limitations caused by hand-coded approximators with
�xed structure is important for many reasons, such as reducing the �prior
knowledge� needed to solve the problems or improving performances and
learned solutions. Having a ��exible� approximator is also important from
the point of view of transfer. In fact, as we mentioned in Section 2.2.1 the
capability to learn the �structure� that lies behind the various tasks is a key
feature for multi-task and transfer learning. One way to learn this structure
is actually to learn basis functions, that can be reused on multiple learning
tasks that shares the same characteristics.

Main techniques dealing with basis functions learning are strictly related
to dimension reduction. Dimension reduction techniques aim at reducing the
dimensions of the data to be examined, and this is done because in many
practical applications available data is often large (i.e. it consists in too many
features or variables) and may contain noise or redundant information. When
exploiting these techniques we assume that data are embedded in a hidden
manifold, i.e. they can be represented better in an abstract space described
as a manifold, which can be thought as a generalization of the Euclidean
space. Thus, all these techniques search for the orthonormal basis of this
mathematical space. For example, PCA (principal component analysis) [61]
assumes that the manifold is a linear Euclidean space with linear orthonormal
basis consting in the principal components, i.e. vectors that are now ordered
according to the amount of variance of the data they are able to represent.
By discarding the components with the smallest variance, PCA obtains the
best linear map in senses of least squared sum of errors of the reconstructed
data. Other more complex dimension reduction techniques exist as well, and
they di�er from PCA because they assume for example a di�erent measure of
interest of data (instead of variance) or because they assume a more complex
manifold. A complete overview on dimension reduction can be found in
[12, 23]. In a sense, PVFs extraction can be explained in dimension reduction
terms because it also assumes the existence of a hidden non-linear manifold
embedding the state space of the environment.

It is natural to assume that in many reinforcement learning problems
the state space S is embedded in the Euclidean space as a sub-manifold,
or some other type of geometrically structured subset. This statement is
the key assumption of both dimension reduction and function approxima-
tion techniques. When using these techniques, we are actually searching for
some vectors (functions) of the manifold and performing projection of data
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(or states) on these vectors (functions). In our case, we are considering value
functions, hence it seems natural to assume that those basis functions to be
smooth with respect to the inner geometry of the state space. The main goal
of PVFs extraction is to �nd basis functions which are intrinsic to the state
space, adapted to its geometry and guaranteed to provide good approxima-
tion of functions that are intrinsically smooth.

PVFs are functions generated by spectral analysis of a graph using the
graph Laplacian [15]. They result from conceptualizing value functions not
as vectors in a general Euclidean space but on a manifold whose geometry
can be modeled using a graph G. From spectral analysis of a random walk
on the graph, it is possible to automatically extract those basis functions.
The graph considered here is the one de�ned on the state space (i.e. where
each vertex corresponds to a state) that is able to model the hidden manifold.
Given an MDP or alternatively given a RL task, the graph can be constructed
in many di�erent ways. This is one of the central points of this thesis: in
Chapter 5 we propose several graph construction methods, and in Chapter
6 an experimental analysis of each of them is presented.

3.2.2 The Spectrum of a Graph and Proto-value Functions

The set of all functions on a graph forms a Hilbert space, that is a complete
vector space endowed with an inner product. Laplacians and other types
of matrices are also called graph operators. Spectral analysis of these op-
erators yields an orthonormal set of basis functions for approximating any
function on a graph. The practice of basis extraction by symmetric operator
diagonalization is a standard practice in approximation theory [16]. Many
operators can be de�ned on a graph, but PVFs are de�ned using the graph
Laplacian. The graph Laplacian operator is a self-adjoint (or symmetric) op-
erator on the space of functions on the graph, closely related to the random
walk operator.

Suppose an undirected weighted graph G = 〈V,E〉. The combinatorial
Laplacian L is de�ned as:

L = D −A

where D is a diagonal matrix called the valency matrix whose entries are
row sums of the adjacency matrix A. The combinatorial Laplacian L acts
on any given function f : S → <, mapping vertexes of the graph (or states)
to real numbers, as

Lf(x) =
∑
y∼x

(f(x)− f(y))

for all y adjacent to x.
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Figure 3.1: The Chain Domain

Consider the chain graph G shown in Figure 3.1 consisting of a set of
vertexes linked in a path of length N . Given any function f on the chain
graph, it can be shown that the combinatorial Laplacian is the discrete analog
of the well-known Laplace partial di�erential equation

Lf(vi) = ∆f(vi) .

Functions that solve the equation ∆f = 0 are called harmonic functions. For
example the "saddle" function x2− y2 is harmonic on <2. Eigenfunctions of
∆ are functions f 6= 0 such that ∆f = λf , where λ is an eigenvalue of ∆.
If the domain is the unit circle S1 (i.e. the continuous analog of the chain
domain in Figure 3.1), the trigonometric functions sin(kθ) and cos(kθ), for
any k ∈ Z are eigenfunctions, associated with Fourier analysis.

The spectral analysis of the Laplace operator on a graph consists in
�nding the solutions (eigenvalues and eigenfunctions) of the equation

Lφλ = λφλ

where L is the combinatorial Laplacian, φλ is an eigenfunction associated
with eigenvalue λ. The term �eigenfunction� is used to denote what is tradi-
tionally referred to as an �eigenvector� in linear algebra, because it is natural
to view the Laplacian eigenvectors as functions that map each vertex of the
graph to a real number.

A fundamental property of the graph Laplacian is that projections of
functions on the eigenspace of the Laplacian produce globally the smoothest
approximation, which respects the underlying manifold. From the stand-
point of regularization, this property is crucial since it implies that rather
than smoothing using properties of the ambient Euclidean space, smoothing
takes the underlying manifold (graph) into account. Graphs are fundamen-
tally coordinate-free objects. The eigenfunctions of the graph Laplacian



48 Chapter 3. Proto-value Functions

provide a coordinate system, that is they embed the vertexes of a graph
onto <k. The embedding is done using the smoothest k eigenfunctions cor-
responding to the smallest (or greatest) eigenvalues of the graph operator.
The Laplacian has unique spectral properties that makes these embeddings
re�ect spatial regularities, unlike other embeddings derived from the spectral
analysis of the adjacency matrix. We can de�ne an optimization problem of
�nding a basis function φ which embeds vertexes of a discrete state space S
onto the real line <, i.e. φ : S → <, such that neighboring vertexes on the
graph are generally mapped to neighboring points on the real line:

min
φ

∑
u∼v

(φ(u)− φ(v))2wuv

where wuv represents the weight on the edge. In order for this minimization
problem to be well-de�ned, and to eliminate trivial solutions like mapping all
graph vertexes to a single point, e.g. φ(u) = 0, we can impose an additional
�length� normalization constraint of the form:

〈φφ〉G = φTDφ = 1

where φ is the eigenvector providing the desired embedding. More generally,
the smoothest eigenvectors associated with the k smallest eigenvalues form
the desired PVF basis. If the graph is connected, then D is invertible, and
the above generalized eigenvalue problem can be converted into a regular
eigenvalue problem

D−1Lφ = λφ

where D−1L is the discrete Laplacian operator. Its eigenvalues are closely
related to those of the normalized Laplacian, already described earlier. Again
it can be de�ned as:

L = I −D− 1
2LD− 1

2

and its spectral analysis is highly revealing of the large-scale structure of a
graph.

To summarize, PVFs are abstract Fourier basis functions that repre-
sent an orthonormal basis set for approximating any value function. Unlike
trigonometric Fourier basis functions, PVFs or Laplacian eigenfunctions are
learned from the graph topology. Consequently, they capture large-scale
geometric constraints.

Before entering in details of the algorithm, we brie�y introduce how func-
tion approximation works on graphs and manifolds.
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3.2.3 Function Approximation on Graphs and Manifolds

We now discuss the approximation of functions using inner product spaces
generated by a graph. The L2 norm of a function on graph G is

‖f‖22 =
∑
x∈G

|f(x)|2d(x)

.
The gradient of a function on graph G is

∇f(i, j) = wij (f(i)− f(j))

if there is an edge e connecting i to j and 0 otherwise. The smoothness of a
function on a graph can be measured by the Sobolev norm

‖f‖2H1 = ‖f‖22 + ‖∇f‖22 =
∑

x

|f(x)|2d(x) +
∑
x∼y

|f(x)− f(y)|2wxy (3.7)

The �rst term in this norm controls the size (in terms of L2-norm) for the
function f , and the second term controls the size of the gradient. The smaller
‖f‖H1 , the smoother is f . In the following we assume that the value func-
tions we consider have small H1 norms, except at a few points, where the
gradient may be large. Important variations exist, corresponding to di�erent
measures on the vertexes and edges of G.

Given a set of basis functions φi that span a subspace of an inner product
space, for a �xed precision ε, a value function V π can be approximated as∥∥∥∥∥∥V π −

∑
i∈S(ε)

απ
i φi

∥∥∥∥∥∥ ≤ ε
where S(ε) is an index set, αi = 〈V π, φi〉, i.e. they are coe�cients repre-
senting the projection of V π onto the orthonormal set of vectors φi, and the
approximation is measured in some norm, such as L2 or H2. The goal is
to obtain representations in which the index set S(ε) in the summation is
as small as possible, for a given approximation error ε. This hope is well
founded at least when V π is smooth or piecewise smooth, since in this case
it should be compressible in some well chosen basis φi.

The normalized Laplacian is related to the above notion of smoothness
since

〈f,Lf〉 =
∑

x

f(x)Lf(x) =
∑
x∼y

wxy (f(x)− f(y))2 = ‖∇f‖22

which should be compared with 3.7.
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The eigenfunctions of the Laplacian can be viewed as an orthonormal
basis of global Fourier smooth functions that can be used for approximating
any value function on a graph. The projection of a function f of S onto
the top k eigenvectors of the Laplacian is the smoothest approximation to
f with k vectors, in the sense of the norm in H1. A potential drawback
of Laplacian approximation is that it detects only global smoothness, and
may poorly approximate a function which is not globally smooth but only
piecewise smooth, or with di�erent smoothness in di�erent regions. These
drawbacks are addressed by di�usion wavelets (Coifman and Maggioni, 2004
[34].

3.2.4 The Main Algorithm

Given the theoretical background reported in the previous sections, we now
analyze how the RPI algorithm works (see Algorithm 5). The main algorithm
is called RPI (Representation Policy Iteration) and it is shown below.

The algorithm consists of two phases: the representation learning phase
and control learning phase. In the �rst phase a set of PVF is extracted. In the
second, PVFs are used in LSPI to approximate the optimal value function.
This operation can be seen as dimension reduction, since the actual value
function, Qπ(s, a), is a vector in <|S|×|A| whereas its approximation is in <k

with k � |S| × |A|.
In the next chapter RPI and PVFs are further analyzed, in particular

from the transfer learning point of view. We point out some of the issues
with this algorithmic formulation, and provide a more complete formulation.
In Chapter 6 we show experimental results of this new formulation.

3.2.5 Proto-value functions on Directed Graphs

Johns and Mahadevan [27] proposed a method to construct PVFs from di-
rected graphs. Their method consists in the following steps:

1. Given a weight matrix W corresponding to a directed graph G they
construct the random walk matrix P = D−1W .

2. Since G may be not strongly connected and aperiodic, they construct
Pteleport = ηP + (1− η)E

n (see Section 3.1.1)

3. They compute the perron vector ψ using the power method using the
iterative technique ψT = Pteleport = ψT

4. They compute the directed Laplacian using the de�nition by Chung
[14] L = Ψ− ΨP+P T Ψ

2 or L = I − Ψ1/2PΨ−1/2+Ψ−1/2PΨ1/2

2



3.2. Proto Value Function and Function Approximation 51

Algorithm 5 RPI Algorithm(E,N, ε, k,O)

// E: Number of episodes
// N : Number of steps per episode
// ε: Convergence condition for policy iteration
// k: Number of PVF to extract and use
// O: Type of graph operator

Representation Learning Phase

1: Perform a random walk of E episodes, each of maximum N steps, and
collect samples.

2: Build an undirected weighted graph G from samples.
3: Construct one of the operators O on graph G as discussed above. Com-

pute the k smoothest eigenvectors of O on the graph G and collect them
as columns of the basis function matrix Φ.

Control Learning Phase

1: Initialize w to a random vector.
2: repeat

3: i = i+ 1
4: Update A matrix and b vector for each sample using the update rule

in the previous section
5: Solve the system Aw = b

6: until ‖wi − wi+1‖2 � ε

7: Return the approximation of the optimal value function Q
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5. PVFs are eigenvectors of these Laplacians

As they state, Laplacian consists in symmetric matrices. The di�erence
between the two approaches (directed vs undirected graph Laplacians) lies
in how the symmetrization is performed, since in general the original graph
may be asymmetric due to the fact it may be computed from samples. In
the original formulation the symmetrization used was either 1

2(W + W T ),
1
2(WW T ) or 1

2(W TW ), whereas in the directed approach 1
2(ΨP + P T Ψ) is

used.

Experimental results shows that directed graph Laplacian approach per-
forms better than the undirected one in problems with a non-reversible en-
vironment. In their analysis, they showed that this can be explained by
looking at the basis function properties. Basis function should be smooth
with respect to the geometry of the state space because value functions are
typically smooth over the state space. The smoothness of a function f on a
graph can be measured by the Sobolev norm (see Equation 3.7). The second
term in the Sobolev norm is the Dirichlet sum of the function. Functions
that are smooth over adjacent vertexes produce a small Dirichlet sum.

〈f, Ldf〉 =
∑
u∼v

wuv(f(u)− f(v))2 (3.8)

〈f, Ldf〉 =
∑
u∼v

ψu

Duu
wuv(f(u)− f(v))2 (3.9)

Equation 3.8 shows the Dirichlet sum for the 1
2(W+W T ) symmetrization,

whereas equation 3.9 relates to the 1
2(ΨP+P T Ψ) symmetrization. The major

di�erence between the equations is that the directed Laplacian weights the
squared di�erences by the invariant distribution ψ. This means that a vertex
with a large value of φ contributes more to the Dirichlet sum than one with
a small value. Thus in case the Dirichlet sum of f is small (i.e. f is smooth),
then f(u) ≈ f(v) when ψu is large compared to other vertexes and there is
an edge from u to v.

Johns and Mahadevan empirically demonstrated their �ndings on a sim-
ple asymmetric two rooms domain. Later in Chapter 5 we see how the
computation of PVFs from directed Laplacians are useful for our aims.

3.2.6 Proto-value functions on State-Action Graphs

So far PVFs were only constructed on graphs de�ned over the state space.
This approach yields to basis functions de�ned only over the state space.
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This imposes several limitations, that will be better discussed later in Section
5.1.1.

Osentoski and Mahadevan [46] extended the de�nition of PVFs over state-
action graphs. They also allowed the possibility to use non-primitive actions,
such as options, for the construction of the graph. State-action graph's nodes
are labeled using (s, a) pairs instead than s labels.

Two approaches are proposed for the construction of state-action graphs:
on-policy vs o�-policy. The on-policy graph creation connects (s, a) to (s′, a′)
if the agent is in state s, takes action a, transitions to state s′ and then selects
action a′ from there. The o�-policy graph creation, instead, connects (s, a)
to (s′, a′) if the agent is in state s, takes action a, transitions to state s′ and
a′ ∈ As′ where As′ is the set of actions available in s′. The on-policy graph
creation creates a graph that models a certain policy-informed walk on the
graph, whereas the o�-policy approach models the random walk, i.e., the
environment that lies behind the MDP. If the policy used in the �rst case
is the random policy then the two techniques converge to the same graph,
however the o�-policy method requires less exploration. They experimented
their approach successfully on several gridworld-like domains.

To conclude, state-action graphs are another important tool able the
improve the already powerful PVFs approach. Later in Section 5.3.3 we will
return on state-action graphs and propose an extension that better �ts our
objectives and that will be used in conjunction with our technique.

3.2.7 More on Graph Operators: the �Smoothness� Concept

Before concluding, we take a last look at how eigenvectors are extracted from
the Laplacian. PVFs are eigenvectors associated with the smoothest eigen-
values, however so far we didn't explain what the term �smoothest� means.
It may refer to the smallest or the largest eigenvalues, and this depends on
the operators that is being used. In their paper, Mahadevan and Maggioni
also considered the random walk matrix P = D−1A as another graph opera-
tor. In Table 3.1 we wish to summarize the several graph operators, together
with the meaning of the word smoothest in each of these cases.
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Table 3.1: Graph Operators and their Smoothness

Operator De�nition Smoothness

Adjacency A N/A

Und. Combinatorial Laplacian L = D −A smallest

Und. Normalized Laplacian L = I −D
1
2LD− 1

2 largest

Random Walk P = D−1A largest

Dir. Combinatorial Laplacian L = Ψ− ΨP+P T Ψ
2 smallest

Dir. Normalized Laplacian L = I − Ψ1/2PΨ−1/2+Ψ−1/2PΨ1/2

2 smallest
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Transfer Learning in

Reinforcement Learning:

towards a Uni�ed Framework

Your theory is crazy, but it's not crazy enough to be true.

Niels Bohr

The aim of this chapter is to provide a uni�ed framework for the transfer
learning problem in RL. In particular, we explain how transfer can be mo-
deled in RL as a three-step process. We then explain each of these processes
and we provide a sketch for a possible formal de�nition.

4.1 The Transfer Learning

Many researchers have paid a lot of attention to the transfer learning prob-
lem, trying to design techniques to transfer solutions learned in one task
to other related tasks, in order to improve the learning performance. More
precisely,

Inductive transfer (or transfer learning) refers to the problem
of retaining and applying the knowledge learned in one or more
tasks to e�ciently develop an e�ective hypothesis for a new task.
(from NIPS �Inductive Transfer: 10 Years Later� Workshop)

In this section we analyze the transfer learning process in the general machine
learning setting.
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This section is divided into three parts: in the �rst we analyze the ma-
chine learning process and its formalization; next we introduce an overall
view of the transfer learning process; �nally we analyze how the process can
be divided in three steps, each one solving one di�erent sub-objective.

4.1.1 The Learning Process in Machine Learning

In this section we describe the general machine learning process, by exam-
ining both single-task and multi-task case.

Single Task Learning

In single-task machine learning, before facing learning itself, we need to
perform three essential steps:

1. Gathering of experience

2. Choice of the model representation

3. Fixing of an initial solution

In many machine learning paradigms, not all these steps receive a full
attention. For example in supervised learning, phase 1 is essentially a pre-
processing phase, i.e. one assumes that experience (i.e., samples) is already
available when learning tasks begins. Selecting the initial solution is also
less important, since one assumes that not much prior knowledge about the
domain is available. On the contrary, �xing the model representation is an
important step in supervised learning, since generalization capabilities and
learning performances can be di�erent depending on the representation, and
the selection must be done according to the problem at hand (for example, a
decision tree may be a good model representation for some problems, whereas
a neural network may be good to generalize better in some other problems).
In RL things are di�erent. Gathering of experience here is an important
phase, since (when using algorithm like Q-learning) it is performed on-line
during the learning phase. If we are not using FA, the selection of the model
representation is absent, since the representation is �xed and consists in the
Q or V values expressed in tabular form. If we are using FA, then we need
to select the representation also in RL. The initialization of the solution
is important in those learning paradigms where we are not interested in
long term learning (or we are not interested in learning at all) but one shot
performances (i.e. good adaptivity) are important or it is important to start
with a steep learning curve.
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Figure 4.1: Single-task machine learning

In single-task machine learning we have an hypothesis space denoted by
H, which is the set of all possible solutions. Learning starts from one initial
solution, h0 ∈ H, and searches for an hypothesis ĥ∗ that minimizes some
error measure, which is dependent of a function called loss function and
denoted by l(h). This hypothesis can be either the optimal one or the one
the is as close as possible to the optimal one, h∗, which in turns may be
not contained inside H, if this is not appropriately chosen. Figure 4.1 is
a representation of what we just explained. The choice of the hypothesis
space H coincides with the choice of the representation model. If we want a
representation to be good for a given problem, then it should contain either
the optimal solution h∗ or a solution ĥ∗ that is �as close as possible� to h∗,
the optimal solution, where �closeness� is expressed according to some norm.
However, we should also be aware of the complexity of the representation,
i.e., this must not be too high and it should allow for a certain degree of
generalization. Hence, what is usually done is to choose a representation
that guarantees a good tradeo� between these two. The choice of h0 is the
choice of the initial solution. A good initial solution could be the one that
achieves the best performances (i.e. that is �closest� to the solution) or the
one that guarantees we �nd ĥ∗ with less e�ort. Furthermore, Figure 4.1
shows how the experience gathering phase a�ects learning, although this is
less immediate to see. The quality of samples we gather and the way the
algorithm uses them directly a�ects learning performances, because �good�
samples brings us to ĥ∗ faster, whereas the opposite is true if samples are
less representative of the problem. In the �gure, the choice of good samples
would bring to path P2 rather than path P1 during learning, i.e. learning
occurs in less time steps, hence a steeper learning curve is obtained.

Once we ensure these three steps are performed, the actual learning takes
place. Achieving learning in the single task case involves the use of some
algorithm in order to search for a hypothesis, that usually consists of a set
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of parameters (parametrizing some model representing the solution) that
minimizes the empirical loss. There are three important formal tools that
are needed to formalize a machine learning problem:

• An algorithm

• A parametrization of the solution (hypothesis) space

• A loss function

A learning algorithm A is, formally, a mapping from an experience space

E to an hypothesis space H:

A : E → H .

The experience space can be provided in many di�erent ways, and it de-
pends, among the other things, on which learning paradigm we are using. In
the supervised learning paradigm, the experience space is described by the
sample set (also called training set):

ESL := {(x1, y1), . . . , (xm, ym)} =
⋃

m>0

(X × Y )m ,

where X is the input space and Y is the output space. The hypothesis space
is the set containing all the possible solutions to the given problem. Its
representation depends not only on the learning paradigm we are using, but
also on which model we use. Examples of such models are neural networks
or support vector machines for the supervised learning case.

Given the hypothesis space, this must be parametrized in order to per-
form search (i.e. optimization) on it. The parametrization is often described
as a set of k weights w1, . . . , wk. Neural networks' weights are examples of
parametrizations. A simple example is the linear approximator

f(x) = wTΦ(x) ,

where w is the weight vector and Φ(x) is a given (i.e. a-priory �xed) feature
vector as de�ned in 2.1.4.

Finally, a loss function is needed. The loss function is usually a norm
between the optimal solution and the estimated solution. For example in
supervised learning, the loss function l is a function de�ned on Y × Y → <.
When using the L2 norm, the loss function is:

lSL(h) = ‖y − ỹ‖2 ,

where y is the vector containing the exact values of the target function
(available in supervised) and ỹ is the vector containing hypotheses h(xi), i =
1 . . .m.
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Multi-task Learning

In Section 2.2.1 we introduced the formal model for inductive bias learning
proposed by Baxter [8]. This model is very important and it has been used
later by many other authors as a standard model for multi-task learning.

Figure 4.2: The three �pre-processing� steps become the three �transfer learning� steps

in multi-task machine learning

Before referring to the multi-task learning framework, we �rst see what is
the role in multi-task learning of the three steps we mentioned in the previous
paragraph, i.e. the gathering of the experience and the choice of the repre-
sentation and of the initial solution. In single-task learning, all three steps
are almost entirely performed at hand, before learning occurs. In multi-task
and in transfer learning we need to convert these three steps into automatic
processes. The new situation is depicted in Figure 4.2. The hypothesis space
H should now be learned automatically by the agent, after a hypothesis space
family H has been �xed by hand. The representation should be the one as
close as possible to H∗, which is the one that contains, on the average, good
solutions to any task we are likely to face. Again, closeness should be ex-
pressed according to some norm, and complexity of the hyphotesis space is
an important factor. The choice of the initial solution h0 should become an
automatic process as well. Given the kind of tasks the agent faces during her
lifetime experience, she should be able to infer which is a good initialization
for the solution of a new, before unseen, task. Finally, experience or experi-



60

Chapter 4. Transfer Learning in Reinforcement Learning:

towards a Uni�ed Framework

ence gathering strategies should be transferred among tasks. Achieving this
step automatically in frameworks like supervised learning is near-impossible,
since as we said experience must is often provided manually by the domain
expert. However, in RL the situation is di�erent, and this step can become
automatic. This can be done either by transferring the same samples used in
one task to another di�erent task, or by automatically learning strategies or
model structures that are able to better gain samples, or by learning model
structures that enable a more e�cient use of the pre-existing samples. In
this way, a certain �class of learning paths� (i.e., paths from the initial so-
lution to the representation-optimal solution, as depicted in the �gures) is
automatically learned and transferred. We will return on this point later in
Section 4.2.3.

As for the learning formal framework, in the multi-task case, things are
brought up of one level of abstraction. As we said in Section 2.2.1, here
we want to use an algorithm to search for an optimal hypothesis space H
inside a family of hypothesis spaces H. Also here, a hypothesis space must
be parametrized by some higher level set of parameters, and a loss function
must be provided.

A (structural, or bias, or meta) learning algorithm Amle is a mapping
from the multi-task experience space Emt to the hypothesis space family H.

A : Emt → H .

The multi-task experience space is comprised of n single task experience
spaces E1, . . . , En where n is the number of tasks. So in the case of supervised
learning we have

Emt :=

E1
...
En

=

(x11, y11) . . . (x1m, y1m)
...

. . .
...

(xn1, yn1) . . . (xnm, ynm)

,

Given the hypothesis space family H, we must provide a parametrization
of it in order to be able to perform search on it. There are many ways to do
so, and of course it depends on the type of approximator we are using. For
example Ando and Zhang [1] consider an approximator composed by two
components:

f(x) = wTΦ(x) + vTΨθ(x) ,

where w and v are weight vectors related to speci�c tasks, Φ is a �xed
(handcoded) feature map, and Ψ is a feature map parametrized by θ =
θ1, . . . , θh. θ is the parametrization we seek here, i.e., the common structure
parameters shared among the tasks.
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Finally, we need to de�ne the loss function. Unfortunately, we cannot
guarantee that the loss is the minimum for each possible task. Hence we
need to de�ne the losses for the multi-task case as the average of the best
loss achievable in each available task given their individual hypotheses hi, i =
1 . . . n :

l(H) =
1
n

n∑
i=1

inf
hi∈H

l(hi) .

In case of a square loss, we have:

lmtSL(H) =
1
n

n∑
i=1

inf
hi∈H

‖yi − ỹi‖2 ,

where ỹi = hi(xi) is the estimated solution for task i = 1 . . . n.
In the next sections we introduce the transfer learning process in machine

learning. We �rst provide an overall view, and then we describe which are
the three objectives of transfer, and consequently we decompose the process
into three subprocesses.

4.1.2 Transfer Learning Process

Giving a uni�ed view to the transfer learning process is not simple. In an
attempt to do so, we �rst depict an overview of the entire process. Figure 4.3
depicts the transfer learning process inside the machine learning framework.

Figure 4.3: Transfer learning process in machine learning



62

Chapter 4. Transfer Learning in Reinforcement Learning:

towards a Uni�ed Framework

The left-most part of the �gure shows a set of tasks over which a prob-
ability distribution Q is de�ned. The main assumption is that these tasks
share some commonalities, i.e., they are generated by the same generative
world model. At each macro timestep, the current task (the red hexagon) is
drawn from this set and it is used to feed the learning algorithm. The algo-
rithm learns a solution for it (represented as the green hexagon). From this
solution, an abstraction process is needed in order to incrementally capture
parts of the solution that represent knowledge structures that are shared
among the di�erent tasks. This bias knowledge (represented as the green
circle) is also used to feed the learning algorithm, in order to improve its
learning performance on later tasks. Most of the times, also prior knowledge
(provided by humans) is needed in order to allow the whole machinery to
work. The amount of prior knowledge that is needed is inversely propor-
tional to how good the transfer machinery is: the less the requirements in
terms of prior knowledge the better the transfer learning mechanisms.

The abstraction process, the bias knowledge representation, and the
transfer process are key parts of any transfer learning mechanism. Section
2.2 already reviewed recent works addressing some of these three key parts.

Now let's look into the process into more depth. In next section we see
how the transfer learning process can be divided into three sub-processes.

4.1.3 The Three Performance Objectives

As we already stated, transfer is a process that enables the improvement of
learning performances on a task drawn from a set according to probability
distributionQ, provided that we have already solved some source tasks drawn
from the same set according to Q. For simplicity, in this section we consider
only one source task (that we call task A) and one target task (that we call
task B).

Performance in learning tasks can be informally de�ned as the amount of
learning achieved as a function of the experience. Learning can be measured
according to di�erent metrics, depending on the speci�c learning paradigm.
As an example, in the case of RL, the average reward per trial can be used.
Similarly, experience can be represented in many ways. In the case of RL, the
number of samples drawn from the MDP is a typical measure for experience.
A typical plot representing learning performance is depicted in Figure 4.4.

Tranfer can improve learning performance in three di�erent ways: by
achieving a faster learning rate, a better asymptotic behavior or a better
intercept. We now describe each of these three objectives separately.
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Figure 4.4: A typical learning curve depicting learning performances

Figure 4.5: Transfer Learning Objective 1 - Faster Learning Rate

Objective 1 - Convergence Time Improvement

The �rst objective involves learning with improved convergence time on a
target task B after training on a source task A (see �gure 4.5).

As we can see, both learning settings start at the same point and end at
the same point. However, learning using transfer achieved a better perfor-
mance with less experience than without transfer.

This type of transfer is possible when, during learning on the source task,
the learner acquires some tools that can be useful to solve the target task, or
whenever the learner is able use already acquire experience more e�ciently.

In Section 4.2.3 we better describe this objective, with particular atten-
tion to possible strategies and techniques to achieve it in RL..

Objective 2 - Better Asymptotic Behavior

This objective involves learning of a better solution on target B by exploiting
transfer of knowledge learned on task A (see Figure 4.6).

As we can see, the starting point for learning is the same also here,
whereas we end up with a di�erent and more fruitful solution.

What happens here is that the learner is able to �nd, while training on
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Figure 4.6: Transfer Learning Objective 2 - Better Asymptotic Behavior

Figure 4.7: Transfer Learning Objective 3 - Better Intercept

task A, a good and compact representation of the underlying structure. This
representation can be used to better represent the solution of task B. As
we can see, the learner here is trying to summarize, to abstract knowledge
pertaining to task A, hoping to re-utilize those abstractions in task B.

This thesis mainly deals with this objective. A possible way to solve this
problem is to develop techniques that are able to automatically learn this
shared representation. State abstraction transfer is an immediate example
of these techniques. PVFs extraction, the technique we introduced back in
Chapter 3 and that we will further analyze in Chapter 5, is an even more
representative example. However techniques described in Chapter 3 involve
extraction of PVFs only from the task's domain. We will see in Chapter 5
that this is not su�cient enough to achieve both domain transfer and task
transfer.

Objective 3 - Better Intercept

The �nal objective of transfer is to provide task B with a better starting
point after learning on task A (see Figure 4.7).

After training on task A we may assume that part of the solution that is
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Figure 4.8: Transfer learning process in machine learning - Detailed overview

learned is close to the solution of the target task B. If we are given a set of
source tasks, then the "average" solution of these is the one that is equally
distant from the solution of any target task. Hence, one of the possible ways
to achieve this transfer objective is to use that solution as an initialization
of the learning process.

Also this objective is not our main point of discussion. However a review
of techniques that can achieve this objective in RL has already been provided
in Section 2.2.5: all the approaches prosed by Stone et al. involve transfer
of value function features or transfer of policies that is used to initialize the
solution of the target task.

The Transfer Learning Process in more Detail

In order to deal with these three objective, a separate transfer subprocess
can be devised for each of them. Figure 4.8 shows the entire transfer learning
process divided into three sub-processes. The aim of each subprocess is to
improve learning performances in one of the ways described above.

In the next section we �nally analyze transfer learning under the point
of view of the RL paradigm.

4.2 Transfer Learning in Reinforcement Learning

In this section we analyze the transfer learning problem in the RL paradigm.
We �rst provide a decomposition of the learning process of a generic RL
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algorithm. Then we handle the transfer learning process in RL: in doing
so, we sketch a formal de�nition for the three steps required for transfer
learning.

4.2.1 The Learning Process in Reinforcement Learning

As we said, the machine learning consists in just one phase, where experience
is mapped against solutions pertaining to some hypothesis space. In RL, we
have also to take into account another phase, i.e. the sampling phase, during
which learning experience is gathered. The entire RL learning process is
depicted in Figure 4.9.

Figure 4.9: The reinforcement learning process

The key components of the RL process are:

• Model, i.e. the representation of the problem. An example is the MDP.

• Experience, i.e. the samples 〈s, a, s′, r〉 sampled from the model.

• Hypothesis space, i.e. the set of all possible solutions, for example the
approximation of the (action) value function.

• Sampling process, i.e. the collection of samples from the MDP.

• Learning algorithm, i.e. the mapping from the experience (samples) to
the hypothesis space (solutions).

Formally, a learning algorithm A (from now on we denoted as Ale), is a
mapping from an experience space E to an hypothesis space H. In RL, the
experience space assumes the form:

ERL :=
{

(s1, a1, s
′
1, r1), . . . , (sm, am, s

′
m, rm)

}
=

⋃
m>0

(S ×A× S × <)m .

There is an important di�erence between the experience in supervised learn-
ing and the experience in RL: in the �rst the target also appears among the
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samples (i.e. values drawn from the set Y ), whereas in RL we do not have
access to the target, but only to the reward signal. Example of hypothesis
space in RL are exact value function or value function approximators. De-
riving a parametrization of the hypothesis space is simple in the case we use
FA. RL function approximators' weights are examples of such parametriza-
tion. As for the loss function, the Bellman residual approach is often used in
RL in order to set up approximated algorithms [3]. The Bellman residual is
de�ned as Q−TQ where Q is the action value function and T is the Bellman
operator, already de�ned in Equation 2.11. If using the L2 norm and the
Bellman residual, the loss function is de�ned as:

lRL(h) = ‖Q− T πQ‖2 ,

where h is an hypothesis consisting in the current estimate of Q, given by
T πQ.

In RL we also have to take into account the sampling process. It is a
process performed by some algorithm Asa that maps some model M into the
experience space E :

Asa : M → E .

The model M can be, for example, a MDP. In some RL approaches, this
phase is also a pre-processing phase, as in machine learning. This is the case
of model based approaches, where the sampling phase is performed �o�ine�
and experience is provided as the transition model and reward function,
estimated from samples or known a-priori. This is also the case of �tted RL
approaches, which will be described in a while. In model-free RL, the learning
process and the sampling process are not two very distinguishable phases,
since samples are collected during learning and the sampling strategy is
in�uenced by learning, and vice-versa. The process during which experience
is gathered is called exploration in model-free RL. Usually exploration is
guided by learning, i.e. the objective is to let the agent to accumulate more
and more reward within her lifetime. More recent approaches [57] study
the problem of achieving the optimal exploration, i.e. learning a policy that
enables exploitation only at a later time. In these kinds of problems, it makes
sense to set up an optimization problem whose objective (loss function) is
di�erent from the one used during learning.

4.2.2 Transfer Learning in Reinforcement Learning

The de�nitions of the sampling and learning algorithms can be generalized
for the multi-task (transfer) case of RL. The sampling algorithm in multi-
task RL is a mapping Amtsa from model space family M to a multi-task
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Figure 4.10: Transfer learning process in reinforcement learning

experience space Emt:

Amtsa :M→ Emt.

The model spaceM is a set of models, for example a set of MDPs, related to
drawn from the task set. The multi-task experience space Emt is comprised
of n set of samples E1, . . . , En where n is the number of tasks:

Emt := E1, . . . , En =

(s11, a11, s
′
11, r11) . . . (s1m, a1m, s

′
1m, r1m)

...
. . .

...
(sn1, an1, s

′
n1, rn1) . . . (snm, anm, s

′
nm, rnm)

.

A multi-task reinforcement learning algorithm Amle is a mapping from
the multi-task experience space Emt to the hypotheses space family H:

Amle : Emt → H ,

as in general machine learning. The multi-task loss function can be extended
to the multi-task RL case as well:

lmtRL(H) =
1
n

n∑
i=1

inf
hi∈H

‖Qi − T πiQi‖2 ,

where hi is the hypothesis on the currently estimated solution of task i ∈
1 . . . n, given by Qi − T πiQi.

Table 4.1 summarizes the components of the multi-task RL process.
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Figure 4.11: Transfer learning process in reinforcement learning - Detailed overview

Table 4.1: Reinforcement Learning Process Components

Sampling Learning

Algorithm Amsa :M→ Emt Amle : Emt → H
Input M : {MDP} Emt : 〈s, a, s′, r〉
Output Emt : 〈s, a, s′, r〉 H : {H}
Loss Exploration LF lmtRL(H) = 1

n

∑n
i=1 infhi∈H ‖Qi − TπiQi‖2

In the next three sections we see how it is possible to achieve the transfer
learning sub-processes by appropriately introducing some bias in the key
components summarized in the above table. Before doing so we summarize
the overall transfer learning process in RL.

The transfer learning process in RL is depicted in Figure 4.10
As we can see, both unsolved and solved tasks are MDPs, whereas the

set of tasks is the set of MDPs. The detailed version of the transfer process
in RL is depicted in Figure 4.11.

In the next three sections we deal with each of these three steps sepa-
rately.

4.2.3 First Step: Improving Convergence Times

The aim of this transfer learning step is to improve convergence times. One
way to full�ll this, in RL, is by improving of exploration. Improvement of
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the learning rate is possible if the agent is able to explore the environment
in a more e�cient way, i.e. she must be able to get too the most pro�table
situations (to gather the most signi�cant experience) without too many dif-
�culties. This becomes easier if the agent is able to access to a set of skills
that are able to bring her in the most di�cult regions of the state space, or
if she is able to use past experience more e�ciently.

Improvement of exploration is not the only strategy that can be used
to achieve convergence time improvement. More generally, the following are
possible strategies:

• Transfer of an �optimal� sub-set of samples across di�erent tasks

• Automatic learning of �tools� able to achieve a more e�cient collection
of samples

• Automatic learning of �tools� that enables a more e�cient exploitation
of pre-existing samples

The �rst set of techniques is the simplest one and it is e�ectively usable in
�tted RL approaches. In �tted RL [19, 20], samples of the form (si, ai, s

′
i, ri)

are not collected during training but they are given before learning, as in
supervised learning. Algorithms like �tted Q iteration are batch mode RL
algorithm which yields an approximation of the Q-function. At each iteration
k, they use supervised learning algorithm that takes as input the pairs (si, ai)
and as output (target) ri + γmax′aQk−1(s′, a′) to produce Qk. At the �rst
iteration, Q0 is set to 0 so ri is used.

In general, this �rst kind of techniques introduces a bias into the sampling
algorithm Amsa. The objective is to introduce some bias in the exploration
policy (i.e. the sample collection strategy) in order to produce samples that
more signi�cantly represent a generic task drawn from the family of tasks
we are considering.

The second or third approach are suitable in the general RL case. How-
ever, here more complicated techniques must be used. Substantially, we
need to perform a model augmentation, i.e. we augment the model with
new tools that are able either to explore the environment more e�ciently or
to better exploit gathered experience. For example, if using the second set of
techniques, the augmented set of models would contain SMDPs augmented
with a set of (near)-optimal options, able to e�ciently explore the environ-
ment in (hopefully) all tasks that are faced by the agent. If instead we want
to use the third set of techniques, then the augmented set of model would
contains MDPs augmented with, for example, a modi�able and transferable
version of eligibility traces [60]. Achieving an e�cient collection of samples
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means introducing (learning) a bias in the sampling algorithm Asa, whereas
obtaining a more e�cient exploitation of samples means the introduction
(learning) of a bias to the learning algorithm Ale. Markov options are able
to introduce both kind of bias at the same time: this is because they enable
both a more e�cient exploration of the environment and a more e�cient
collection of rewards. Eligibility traces is, instead, an example where only
the second type of bias is involved, i.e. reward is collected more e�ciently
by using the same experience.

If we want to search for an optimal bias for algorithm Ale and Asa, we
must parametrize them. As an example, we can parametrize the strategy
with which we gather experience, by introducing parametrizable options.

Finally, a loss functions consistent with the objective of this step must
be provided. The objective of this step is to improve the learning rate, hence
learning times must be reduced. This means that the loss function must be
de�ned as proportional to the average learning time, given we want to reach
a solution ĥ∗εi , i ∈ (1, . . . , n) with a given precision ε:

lstep1(H) =
1
n

n∑
i=1

inf
h∈H

l(h) ∝ Dbh∗ε
i
,

where Dbh∗ε
i
is the amount of time in which task i achieve a solution ĥ∗ε, for

a precision parameter ε.
This transfer objective is not the main point of interest of our work.

However, techniques dealing with skill acquisition in RL were already been
reviewed in Section 2.2.3. These techniques enable the agent to learn sub-
strategies, and these substrategies can be used to better explore the environ-
ment. This is because subgoals consist in regions of the environment that can
be easily reachable by exploiting substrategies and that would be otherwise
more di�cult to reach.

4.2.4 Second Step: Improving Optimality

The aim of this transfer learning step is to improve the quality of learned
solution. This is an objective that is more closely related to the general
multi-task objective, i.e. learning of a good model representation H ∈ H.
The aim of this step is to select an (near)-optimal representation Ĥ that is
likely to contain (i.e. approximate) solutions that are, on the average, good
solution for any task the agent is likely to face.

In RL, H contains hypothesis on the way we want to represent the solu-
tion to the problem. Since, in general, in RL the representation consists, in
the set of basis functions we use to perform FA, an hypothesis space H ∈ H
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would consist in a set of such basis functions. Alternatively, if search is
performed in a policy space, then H consists in a set of policy-basis approx-
imating a policy.

The representation space family H must be parametrized. This means,
for example, that we need to parametrize the set of basis functions, for
example using the parametrization θ already mentioned in Section 4.1.1 (ex-
tendable to the RL case):

Q ≈ wTΦ + vTΨθ .

Finally, a loss function must be provided. The de�nition of the loss
function is not dissimilar from the one we provided in Section 4.1.1. Since
the objective of this step is to improve the optimality of the solution, we can
de�ne the loss function in terms of the approximation error, i.e. by using
the Bellman residual we get:

lstep2(H) =
1
n

n∑
i=1

inf
hi∈H

‖Qi − T πiQi‖2 .

The representation learning problem has been faced by many researchers,
also in the single task case. In the single task case, such algorithms attempts
to �nd a better representation for the task, that is be helpful to solve the
same task more e�ciently. In the multi-task case it is not su�cient to learn
the representation for the given tasks separately, but one must �nd a repre-
sentation which is shared among them. Representation learning approaches
can be splitted in four categories:

• Variable selection

• Feature selection

• Feature learning

• Feature extraction

Variable selection approaches involve learning of a representation consisting
in a new state space which is a subset of the original state space. We al-
ready described these techniques when dealing with state abstraction, back
in Section 2.1.4. Feature selection techniques involve learning a representa-
tion based on a feature subset of the original feature space, which in turns
is a transformation of the original state space. Feature learning approaches
[42] involve the use of linear approximator of the value function V (s) that
can be written as Ṽθ,w(s) =

∑k
i=1 wkφθk

(s), where θ = (θ1, . . . , θk) is an
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adjustable set of basis functions parameters. Gradient descent and cross-
entropy methods are used to automatically adapt those parameters on-line
during learning, hence basis functions consisting in the representation can be
learned on-line. Finally, feature extraction methods involve the automatic
extraction of features from a manifold which embed the original state space.
Algorithms used to extract PVFs that were described in Chapter 3 are a
representative example of these techniques. Hence, also our representation
learning and transfer techniques as the will be introduced in Chapter 5 fall
under this category.

4.2.5 Third Step: Improving Prior

The aim of this transfer learning step is to improve the quality of the solution
we use as initialization.

The learning process usually starts from a random solution drawn from
the hypothesis space. If all tasks the agent is likely to face share some parts
of their solutions, it is reasonable to initialize the RL learning process to a
more convenient hypothesis. The convenience of the initial hypothesis can
be determined according to two di�erent criteria:

• Correspondence with high, one shot performance

• Obtainment of faster convergence times

If we follow the �rst criterion, then we choose an initialization for the
solution that algorithm Ale will use. This initialization can be, for example,
an initial value function. If we have access to the MDPs of the source tasks
the agent has already solved, then it can be possible to compute an average

MDP. The solution of this MDP is a good initialization bias for the solution
of the learning phase. Alternatively, if we have access to the solutions of the
solved MDPs, then we can combine these solutions in some way in order to
obtain a reasonable initialization. Approaches described in Section 2.2.5 fall
in this category.

By following the second criterion, we enable the initialization of the para-
metric structure of algorithm Asa. A way to achieve this objective is in fact
to choose the initial values for the options' parameters, that are used for
the initial exploration. Alternatively, we can just initialize the exploration
policy with which we gather samples. Such policy can be chosen in a way
such that it can gather samples of the optimal policy of each source task. In
this way, on average, we can improve the convergence time.

It is not easy to establish which of the two criteria is the best one. In fact,
the most reasonable thing to do may be to choose a good tradeo� between the
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two. This problem seems familiar to the exploration-exploitation dilemma
[70], a very common issue in RL.



Chapter 5

An Analysis of Proto-Value

Functions approach and an

Extension for Transfer

Change is inevitable - except from a vending machine.

Robert C. Gallagher

The aim of this chapter is to explain how it is possible to use feature ex-
traction techniques in order to achieve e�ective transfer of representation in
RL. In particular, we use PVFs extraction from manifolds, as described in
Chapter 3. However, extensions to these techniques are needed in order to
achieve e�ective transfer.

We provide those extensions in this chapter. Before doing so, we analyze
the approach from an algorithmic point of view and from the point of view of
transfer learning. Next, we extend the PVF approach in order to enhance its
representation capabilities. We explain how the graph model is important in
order to e�ectively capture the representation of a task. E�ective captural of
the representation is essential in order to achieve both task transfer and the
general case of transfer. To face the problem of representation, we introduce
di�erent graph construction methods. Finally, we describe how it is possible
to achieve general transfer (both domain and task) with PVFs: in doing so
we introde policy-based PVFs, a new kind of PVFs that can be produced by
further modifying the way the graph is constructed.
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5.1 An Analysis of RPI and Proto-value Functions

The aim of this section is to provide an in-depth analysis of PVF approach
and of its main algorithm, RPI. In particular, we analyze the parts where
improvement is possible, with respect to basis function expressiveness, graph
construction and types of transfer it can achieve.

5.1.1 RPI and Basis Functions Expressiveness

PVFs are state-dependent functions. From an expressiveness point of view,
they consist in good basis functions for the approximation of the value func-
tion V (s), which is dependent only of the state space as well. In many RL
problems control is important as well, so we must ensure that the state-action
value function Q(s, a) is learned with a good approximation.

LSPI [30], the algorithm used within the control learning phase of RPI,
is able to learn Q(s, a) and not V (s). It learns a weight vector w capable of
approximating:

Q̂π(s, a;w) =
k∑

j=1

φj(s, a)wj

Since we are approximating state-action value functions, we request the RHS
to contain information about actions, either inside the basis functions or
inside weights:

Q̂π(s, a;w) =
k∑

j=1

φj(s, a)wj (5.1)

Q̂π(s, a;w) =
k∑

j=1

φj(s)wj(a) (5.2)

Equation 5.1 has dimensionality |S| × |A| = |S| × |A| × k · k × 1, whereas
Equation 5.2 has dimensionality |S|× |A| = |S|×k ·k×|A|, where |S| is the
number of states, |A| is the number of actions and k is the number of PVF.

LSPI uses Equation 5.1, i.e. it requires basis functions to be vectors of
size |S| × |A| × k and a weight vector whose size is only k. Unfortunately,
with standard PVFs only |S| × k elements are available. To outcome this,
the most commonly used solution is to replicate the basis functions by the
number of actions, thus having |S| × |A| basis functions. When a particular
action is selected, all vector components are set to 0 except those associated
with the current action. As a result, the number of weights increases, from
k to k× |A|. This is done, in LSPI, by replicating PVF at hand. This same
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result can be achieved also by using a di�erent algorithm, such as Q-learning
with FA. In this case, the update rule to be used is:

wi(a)← wi(a) + α

r + γmax
a′

k∑
j=1

φj(s′)wj(a′)−
k∑

j=1

φj(s)wj(a)

φi(s) .

Note that in this case Equation 5.2 is used.
Approximation performed using state-dependent PVF may not be so ef-

fective if a fundamental assumption is not met, as explained in the following.
In the general case, state PVF may not be good to e�ectively approximate
individual value functions, Q(s, ai), obtained by �xing an action ai for i ∈ A.
Hence, state PVF may not be a �good representation� for Q(s, ai),∀i ∈ A.
So the main assumption for state basis functions to be e�ective is that value
functions Q(s, ai) should not be too di�erent among each other and from
V (s), i.e. they should share the same underlying representation as the one
related to V (s), that can be captured by state PVF.

In some cases, the previous assumption may not be met. In such cases,
the only way out is to use state-action PVF. State-action PVF can be pro-
duced when considering state-action graphs instead than state graphs. We
examine this solution in Section 5.3.3.

5.1.2 How to Construct the Graph

Having a good graph is very important from the transfer learning point
of view. When doing goal transfer we seek to represent the domain in a
very e�ective way, since elements of this representation are the components
that are transferred among tasks. In this section we analyze some graph
construction methods and in Section 5.2 we propose some others in order
to e�ectively capture the representation of a task. The importance of graph
construction will be further emphasized in Chapter 6, when experimental
results concerning an analysis of several graph construction methods will be
presented.

The original de�nition of the algorithm for the extraction of PVFs does
came together with few methods to build or estimate graphs. The generic
requirement is that the graph should capture the domain topology and not
necessarily the transition dynamics. Some methods are suggested in [35].

The basic method is to use a graph constructed by taking into account
some �distance� measure between states, i.e. connecting state s to state s′

if s′ is among the k-nearest neighbors of s, or by assigning a weight that
is inversely proportional to the distance between the states represented by
the two nodes. This method is e�ective because it captures the topology of
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the domain and it produces good results. However, it su�ers from a major
drawback, i.e. too much prior knowledge is needed. In fact, one needs to
de�ne a distance metric for each domain, and in many cases this is di�cult.

Another possibility is to use the adjacency matrix itself as graph, i.e., the
matrix containing only 0s and 1s. It is constructed by looking at the samples
collected during the random exploration of the environment and connecting
state s with state s′ if there is a transition from s to s′. Such method
actually captures the connectivity of the environment, but it has some draw-
backs. In particular, it is not able to distinguish between two environments
having the same connectivity but di�erent dynamics, for example between
a plain gridworld domain and a gridworld domain having some �wind� ef-
fect pushing the dynamics to be more directed towards some direction (i.e.,
the transition probability to move in one direction are higher than those
to move in the other ones). This latter example will be a case of interest
during experimental analysis, in Section 6.3. They address this problem by
weighting the adjacency matrix with a �frequency� parameter, however we
claim (and we further discuss in Section 5.2.2) that a more elegant way to
take the �frequency� parameter into account is to take the transition model
into account. This is the central starting point of almost all of the graph
construction methods we propose in the following.

5.1.3 Domain Dependent Proto-value Functions and Trans-

fer

The graphs used in the original PVF formulation represent the manifold
that underlies the structure of the environment, and they do not take into
account the task at hand. Hence PVFs can be mainly used to achieve transfer
between tasks sharing the same environment model. Indeed, PVF extracted
in one problem can be good approximation bases also for di�erent problems
sharing the same environment model but with di�erent goal functions, since
PVF are inherently de�ned on the manifold capturing the structure of the
environment.

However, in the more general case of transfer, also the transition model
may be di�erent from one task to another. In this case, the above approach
is not well-founded, since, in general, the connectivity of the graph may
change signi�cantly and thus producing even more signi�cant changes in the
corresponding PVFs. In Section 5.3, we propose a di�erent technique to
construct graphs, i.e. not only from the topology of the state space but
also by taking the optimal policy into account. This new kind of graph
construction yields to policy-based PVFs, that are more strictly related to
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the entire structure of tasks.

5.2 Graph Construction Methods

The representation learning phase of RPI works by considering an undirected
weighted graph built from samples, collected (somehow) from the environ-
ment. This graph should capture the topology of the state space, i.e. it must
be constructed so that if two states are close, then the weight of the edge
between them is high, otherwise it is small. This is a useful property since
it enable the graph to be a nice representation for the environment. If the
graph represents the environment well, than also extracted PVF are a good
representation of it. Hence by transferring PVF we are able to transfer also
the environment representation.

In this section we propose several graph construction methods, whereas
in Chapter 6 we report their experimental analysis and comparison.

5.2.1 Graph Construction using the Distance Functions

A typical approach to assign weights to the graph is to use a function
f(‖si − sj‖)→ [0, 1] which is inversely proportional to the distance ‖si − sj‖.

An example of this function is f(‖si − sj‖) = e−(
‖si−sj‖

δ
)2 . This graph con-

struction method is summarized in Algorithm 6. Despite its simplicity, this
approach can yield to good results in cases where the domain is very simple.
Nevertheless, this approach su�ers from a strong drawback: the distance
function is domain-dependent and thus it is often di�cult to de�ne a suit-
able distance metric without prior knowledge about the domain. In many
cases this is not a problem: think about domains where the state space is
embedded in a Euclidean space. In this case distance measures such as the
Euclidean distance or the Manhattan distance can be used. However, even
in these simple cases, the Euclidean or the Manhattan distance is not very
e�ective in whenever obstacles are present. In these cases, more sophisti-
cated notions of distance must be de�ned, not easy if one has few or no prior
knowledge about the domain.

5.2.2 Graph Construction using Random Walk Matrices

Correlating samples using the Euclidean or the Manhattan distance is stan-
dard practice in supervised and semi-supervised learning. This is because in
these paradigm there is no underlying assumption on how samples should
be correlated. However, in RL things are di�erent. We know that, if a large
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Algorithm 6 BuildGraphByDistance(|S|,D)

// |S|: Cardinality of the state space
// D: Custom de�ned distance function

1: Build an empty graph matrix G of size |S| × |S|
2: G(i, j)← e−(

D(si,sj)

δ
)2 ∀i, j ∈ 1 . . . |S|

amount of samples (collected using a random policy) is available, then the
transition model can be e�ectively estimated. The transition model does
contain information about how sample are correlated, so it consists in a
better way to capture information about closeness among states.

Petrik [50] motivated the use of the random walk matrix under an error-
minimization point of view, against the approaches based on the adjacency
matrix. He also claims that value functions can be well approximated by con-
sidering eigenvalues corresponding to the greatest eigenvalues of the random
walk matrix, instead than of the Laplacian. We now report how this result
can be obtained. Assuming that P is the random walk matrix associated
with the random policy π, we can express the value function as [51]:

V π = (I − γP )−1r =
∞∑
i=0

(γP )ir

We assume that the random walk matrix is diagonalizable. Let x1, . . . , xn be
the eigenvectors of P with corresponding eigenvalues η1, . . . , ηn. Moreover,
without loss of generality, ‖xj‖2 = 1 ∀j. Since the matrix is diagonalizable,
x1, . . . , xn are linearly independent, and we can decompose the reward as:

r =
n∑

j=1

cjxj

for some c1, . . . , cn. Using P ixj = ηi
jxj , we have

V =
n∑

j=1

∞∑
i=0

(γηj)icjxj =
n∑

j=1

1
1− γηj

cjxj =
n∑

j=1

djxj .

Considering a subset U of eigenvectors xj as basis functions lead to the
following bound on approximation error:

‖V − Ṽ ‖2 ≤
∑
j∈U

|dj | .
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Therefore the value function may be well approximated by considering the
eigenvectors xj with greatest weight |dj |. Assuming that all cj are equal, then
the best choice to minimize the above bound is to consider the eigenvectors
with high ηj . This is identical to taking the low order eigenvectors of the
random walk Laplacian.

Our �rst graph construction method can consist in just using the random
walk matrix as it is, since it already captures the most of the information
about the topology of the environment. This method is shown in Algorithm
7. As we can see, the random walk matrix is estimated by performing sam-
pling.

Algorithm 7 BuildGraphByRandomWalk(E,N)

// E: Number of episodes
// N : Number of steps per episode

1: Perform a random walk of E episodes, each of maximum N steps, and
collect samples in the form 〈s, a, r, s′〉.

2: Construct an |S| × |S| matrix Gtemp and put, for each entry (i, j), the
number of times this pattern 〈si, a, r, sj〉 appears into the sample set.

3: Compute the row sums of the entries of the same matrix and collect
them inside vector rs of size |S|.

4: Build graph G as G(i, j)← Gtemp(i,j)
rs(i) ∀i, j ∈ 1 . . . |S|

5: Symmetrize the graph G← GG′, where G′ is the transpose of G

As we said above, Petrik showed that the best approximation of the value
function can be obtained by using the eigenvectors extracted directly from
the random walk matrix instead than from the Laplacian of the random walk
matrix (i.e. of the graph). However, if the graph is exactly the random walk
matrix, then it can be shown that the two methods actually are the same (in
case we consider the combinatorial Laplacian). The combinatorial Laplacian
is de�ned as:

L = D −A∗ .

In our case the graph is weighted, so A∗ = W and in particular it consists in
the random walk matrix. Furthermore, the valency matrix D for the random
walk matrix coincides with the identity matrix I, since all rows sums to 1.
Hence we get:

L = D −W = D − P = I − P .

Since P and I−P share the same eigenvectors, and that if λ is an eigenvalue
of P , then 1−λ is an eigenvalue of I−P , it follows that the two methods are
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the same, since they extract the same eigenvectors. The only di�erence is the
smoothing criterion we use: as shown in table 3.1, the smoothing criterion
is dependent of the graph operator in use.

The above graph is built based on the random walk matrix. There is a
clear di�erence between the transition probability matrix and the random
walk matrix. The transition probability matrix T (i.e., the matrix represen-
tation of the transition model) is a matrix encoding the transition model of
the MDP. Its entry in the (i, k, j) position contains the probability of go-
ing from state i to state j taking action k after 1 time step. The random
walk matrix P , instead, is a matrix that represent the Markov chain asso-
ciated with the random walk on the MDP. Its entry in the (i, j) position
contains the probability of going from state i to state j after 1 time step
by taking an action at random. The di�erence between these two matrices
is that the latter does not explicitly take actions into account. The ran-
dom walk P is de�ned starting from the transition probability matrix as
P (si, sj) =

∑|A|
k=1 T(sj |si, ak)π(ak|si) ∀si, sj ∈ S, or it can be estimated

directly from samples. If using the �rst approach, we must guarantee that
π is a random policy, otherwise the matrix we obtain does not represent a
random walk but a biased walk on the graph (in the next section we further
discuss this point).

A graph constructed from a random walk matrix is very sparse. In fact
only entries relative to adjacent states correspond to non-zero entries. How-
ever, sometime we wish to have a fully connected graph. The reasons for this
are several: �rst, a fully connected graph better represents the state space
topology, since it contains information about the closeness of each couple
of states; also, complete connectivity is required if we compute the graph
Laplacian de�ned on directed graph. The latter condition will be explained
later in Section 5.3.4.

If we wish to connect each state to every other states with non-zero
values, we can use a t-step random walk matrix, i.e. a matrix containing for
each entry (i, j) the probability to be in state j starting from state i after t
time steps. We should choose an high value for t: in this way we ensure every
pair of states is connected and the resulting matrix is close to the asymptotic
matrix associated with the unique stationary distribution (if it exists). For a
matrix representing a Markov chain (such as the random walk matrix) it can
be shown that the t-step random walk matrix can be constructed by taking
the t-th power of the 1-step model, i.e. Pt−steps(s′|s) = P (1−step(s′|s))t.
This graph construction method is shown in Algorithm 8.

Notice that both algorithm 7 and 8 require a symmetrization step. This
is needed because we are considering the de�nition of graph Laplacian on
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Algorithm 8 BuildGraphByPowerRandomWalk(E,N ,t)

// E: Number of episodes
// N : Number of steps per episode
// t: Exponent for the t-step random walk matrix.

1: Perform a random walk of E episodes, each of maximum N steps, and
collect samples in the form 〈s, a, r, s′〉.

2: Construct an |S| × |S| matrix Gtemp and put, for each entry (i, j), the
number of times this pattern 〈si, a, r, sj〉 appears into the sample set.

3: Compute the row sums of the entries of the same matrix and collect
them inside vector rs of size |S|.

4: Build graph G as G(i, j)←
(

Gtemp(i,j)
rs(i)

)t
∀i, j ∈ 1 . . . |S|

5: Symmetrize the graph G← GG′, where G′ is the transpose of G

undirected graphs. In section 5.3.4, we use the Laplacian as de�ned on
directed graphs.

5.3 Proto Value Functions Transfer from Policies

In this section, we propose alternative ways of constructing the graph. In the
previous section, we implicitly assumed that, during sample collection phase,
we use a random policy. By doing so, environments rule are the only factor
that determines which samples are collected, what kind of graph is built and
which PVFs are extracted. In the following, we proceed a step further by
examining what can happen if the policy used to explore is not a random
policy, but the optimal policy of the task we are solving. We describe how,
as a result of this, both graphs and PVFs are able to capture the whole task
instead than the environment only, hence enabling general transfer.

Next, we describe how the graph is computed under the new assumptions,
and we present more advanced forms of graph construction. Finally, the use
of graph Laplacian on directed graphs and state-action graphs is motivated.

5.3.1 Markov Chains representing Policy-biased Walks

By de�ning PVFs only on the state-space topology we may be already able to
achieve representation transfer. These PVF have the advantage of being gen-
erally applicable to a wide class of tasks with similar state space connectivity
but di�erent reward functions. Hence, these PVFs e�ectively capture and
transfer information about the environment topology, enabling goal transfer.
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However, in many cases, the general class of tasks we are interesting in does
not share the environment topology only. We may in fact assume that some
times similarities among tasks may be due to both transition dynamics and
reward function. If we want to achieve transfer in this more general sense,
then we need to generalize the de�nition of PVFs as well.

Previously, we proposed, among the graph construction methods, one
that takes the transition model indirectly into account. As we already know,
the transition model is a good model of the environment, whereas the re-
ward function can be used as a model for the goal. Unfortunately, there is
not an immediate way to take the reward function into account during the
construction of the graph. Furthermore, things become more di�cult if we
want to construct graphs taking both the transition model and the reward
function into account, since the two cannot be easily combined.

Our intention is to propose a construction of the graph that takes into
consideration not only the topology but also the goal of the problem. This
method involves the use of a policy (related to a task) to guide the explo-
ration of the environment during the sample collection phase. It is true, in
fact, that the graph construction phase is heavily in�uenced by the way we
collect sample. If sample are collected while performing a random walk, then
it means the agent's exploration of the environment is completely determined
by the environment laws and topology. If we gradually introduce an explo-
ration policy (controlled by some parameter ε) which is optimal for a given
task, then it means that we are letting the exploration be leaned towards
the optimal policy of that task, hence towards the goal of that task. This
is an indirect way to include the reward function into the sampling phase
and hence into graph construction, since the optimal policy of a given task
indirectly also include information on the reward function that was used to
solve that task.

A naive approach to build a graph that takes into account a policy is the
one described in Algorithm 9.

However this approach yields to unnecessary double sampling. A better
and more e�cient way to compute the graph is depicted in Algorithm 10,
where sampling is performed only one time:

Both algorithms involve the use of an ε parameter. This parameter is
very useful to choose how much of the optimal policy should be used in
the construction of the graph. More precisely, when ε = 1, a completely
exploratory behavior is followed, i.e. the policy is not used at all to construct
the graph and both graph and PVFs are extracted from the environment
topology only. If choosing ε� 1 and close to 0, then the policy contribution
is very strong and the walk (and hence the graph) is strongly leaned towards
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Algorithm 9 BuildGraphByPolicyNaive(E,N ,t,ε)

// E: Number of episodes
// N : Number of steps per episode
// t: Exponent for the t-step random walk matrix.
// ε: Exploration factor

1: Perform a random walk of E episodes, each of maximum N steps, and
collect samples in the form 〈s, a, r, s′〉 in the sample set SS1.

2: Construct the transition model matrix T and the reward matrix R from
SS1

3: Use dynamic programming to compute the optimal policy π using T and
R

4: Collect samples in the form 〈s, a, r, s′〉 in the sample set SS2 using an
ε-greedy approach (with probability ε we explore, i.e. we use a random
policy, and with probability 1− ε we use the optimal policy)

5: Construct an |S| × |S| matrix Gtemp and put, for each entry (i, j), the
number of times this pattern 〈si, a, r, sj〉 appears into the sample set
SS2.

6: Compute the row sums of the entries of the same matrix and collect
them inside vector rs of size |S|.

7: Build graph G as G(i, j)←
(

Gtemp(i,j)
rs(i)

)t
∀i, j ∈ 1 . . . |S|

8: Symmetrize the graph G← GG′, where G′ is the transpose of G

the goal. However, ε = 0 should be avoided, since it would produce a very
strange and uninformative graph.

5.3.2 Graph Construction using �Averaged� Random Walk

Matrices

In this section, we introduce a few more methods for the construction of the
graph.

As previously discussed, after constructing the graph using the walk on
the MDP biased towards the policy, we also take the t-th power of such a
graph, in order for the graph to be fully connected. However, when the graph
is biased towards the policy, we end up with a graph saying that every state
is very close to the goal and far away from any other state, which of course
is not true. It is also true that the graph Laplacian is an operator that works
well under the assumption that the graph would capture the topology of the
task, i.e., it is essential for the graph to keep the information about actual



86

Chapter 5. An Analysis of Proto-Value Functions approach and

an Extension for Transfer

Algorithm 10 BuildGraphByPolicy(E,N ,t,ε)

// E: Number of episodes
// N : Number of steps per episode
// t: Exponent for the t-step random walk matrix.
// ε: Exploration factor

1: Perform a random walk of E episodes, each of maximum N steps, and
collect samples in the form 〈s, a, r, s′〉 in the sample set SS.

2: Construct the transition model matrix T and the reward matrix R from
SS

3: Use dynamic programming to compute the optimal policy π using T and
R

4: Use the ε parameter to produce the epsilon-policy επ from π (with prob-
ability ε we explore, i.e. we use a random policy, and with probability
1− ε we use the optimal policy).

5: Given T(s′|s, a) and επ(a|s), where επ(a|s) is the probability of execution
of action a in state s according to επ, directly compute the graph by
setting each entry to G(si, sj) =

∑|A|
k=1 T(sj |si, ak)επ(ak|si) ∀si, sj ∈ S.

6: Compute the t-step Markov chain G← Gt

7: Symmetrize the graph G← GG′, where G′ is the transpose of G

closeness among states.

Given these considerations, we formulate another way to construct the
graph. After taking the policy-informed walk matrix Gtemp, we compute the
graph as G = 1

N

∑N
i=1G

i
temp. The matrix associated with the graph com-

puted in this way is often called time-averaged transition probability matrix

and stores the probability of being in one state after starting from some
other state after taking an arbitrary number of steps between 1 and N . This
graph still captures the topology of the state space and, at the same time,
it also takes into consideration the policy and the topology of the task. The
algorithm for the construction of this graph is shown is Algorithm 11.

Finally, we propose a method that is more consistent with the RL paradigm.
Graph constructed with this method is still an averaged graph, but the av-
erage is di�erent. More precisely, given a discount factor γ, the new graph is
computed as G =

∑N
i=1

P i(1−γ)γi−1

1−γN . The term 1−γN is used to re-normalize
the graph to a stochastic matrix. The method is reported in Algorithm 12.

In the next chapter we see how this last methods produce the best results.
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Algorithm 11 BuildAveragedGraphByPolicy(E,N)

// E: Number of episodes
// N : Number of steps per episode
// ε: Exploration factor

1: Perform a random walk of E episodes, each of maximum N steps, and
collect samples in the form 〈s, a, r, s′〉 in the sample set SS.

2: Construct the transition model matrix T and the reward matrix R from
SS

3: Use dynamic programming to compute the optimal policy π using T and
R

4: Use the ε parameter to produce the epsilon-policy επ from π (with prob-
ability ε we explore, i.e. we use a random policy, and with probability
1− ε we use the optimal policy).

5: Given T(s′|s, a) and επ(a|s), where επ(a|s) is the probability of
execution of action a in state s according to επ, compute the
initial random walk graph by setting each entry to P (si, sj) =∑|A|

k=1 T(sj |si, ak)π(ak|si) ∀si, sj ∈ S.
6: Compute the graph as G = 1

N

∑N
i=1 P

i

7: Symmetrize the graph G← GG′, where G′ is the transpose of G

5.3.3 Policy Dependent State-Action Graphs and Proto-value

Functions

In Section 3.2.6 we discussed state-action graphs. We saw that they are a
very useful tool, and in Section 5.1.1 we motivated why we need them as a
way to solve the problem related to basis function expressiveness.

Osentoski and Mahadevan [46] proposed two state-action graph construc-
tion methods: the o�-policy approach and the on-policy approach. In the
on-policy approach, they connect (s, a) to (s′, a′) if the agent is in state s,
takes action a, transitions to state s′ and then selects action a′ from there.
In our work we used a modi�ed version of their approach. More precisely,
the topology of the graph was constructed in the same way as the o�-policy
approach, however the weighting technique re�ects more closely our own ap-
proach to the on-policy philosophy. More precisely, a weight associated to
the edge from (s, a) to (s′, a′) contains T(s′|s, a) multiplied by the epsilon-
policy entry επ(s′, a′). This method enables the construction of a weighted
on-policy state-action graph. More precisely, the weight associated to the
edge between (s, a) and (s′, a′) is greater if we want the impact of the policy
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Algorithm 12 BuildGammaModelByPolicy(E,N)

// E: Number of episodes
// N : Number of steps per episode
// ε: Exploration factor

1: Perform a random walk of E episodes, each of maximum N steps, and
collect samples in the form 〈s, a, r, s′〉 in the sample set SS.

2: Construct the transition model matrix T and the reward matrix R from
SS

3: Use dynamic programming to compute the optimal policy π using T and
R

4: Use the ε parameter to produce the epsilon-policy επ from π (with prob-
ability ε we explore, i.e. we use a random policy, and with probability
1− ε we use the optimal policy).

5: Given T(s′|s, a) and επ(a|s), where επ(a|s) is the probability of
execution of action a in state s according to επ, compute the
initial random walk graph by setting each entry to P (si, sj) =∑|A|

k=1 T(sj |si, ak)π(ak|si) ∀si, sj ∈ S.
6: Compute the graph as G =

∑N
i=1

P i(1−γ)γi−1

1−γN

7: Symmetrize the graph G← GG′, where G′ is the transpose of G

to be more consistent and smaller otherwise. The amount of biasing towards
the policy is controlled by the ε parameter)

Notice that we can appropriately combine state-action graph with ad-
vanced weighting techniques to produce combined graph construction algo-
rithm. For example a state-action γ-graph construction algorithm that takes
into account the policy would be the one depicted in Algorithm 13.

This algorithm may be complex to understand at a �rst glance, but it
become easier if we understood all the building blocks that were introduced
during this chapter.

5.3.4 Using the Directed Graph Laplacian

We saw so far that all the graph construction method mentioned require a
symmetrization step. This is because the graphs constructed by taking into
account the transition dynamics are not necessarily symmetric, since:

1. The environment may be non-reversible

2. The graph is constructed by sampling, so asymmetries are always
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Algorithm 13 BuildGammaStateActionModelByPolicy(E,N)

// E: Number of episodes
// N : Number of steps per episode
// ε: Exploration factor

1: Perform a random walk of E episodes, each of maximum N steps, and
collect samples in the form 〈s, a, r, s′〉 in the sample set SS.

2: Construct the transition model matrix T and the reward matrix R from
SS

3: Use dynamic programming to compute the optimal policy π using T and
R

4: Use the ε parameter to produce the epsilon-policy επ from π (with prob-
ability ε we explore, i.e. we use a random policy, and with probability
1− ε we use the optimal policy).

5: Given T(s′|s, a) and επ(a|s), where επ(a|s) is the probability of ex-
ecution of action a in state s according to επ, compute the initial
state-action graph by setting each entry to Gtemp((si, ak), (sj , al)) =
T(sj |si, ak)επ(al|sj) ∀si, sj ∈ S, ak, al ∈ A.

6: Compute the graph as G =
∑N

i=1

Gi
temp(1−γ)γi−1

1−γN

7: Symmetrize the graph G← GG′, where G′ is the transpose of G

present even in case of reversible environments

3. The introduction of the policy bias inherently produces an asymmetric
dynamic, hence an asymmetric graph

The above facts, and in particular fact 1 and 3, motivates the use of the
graph Laplacian de�ned on directed graphs. We used directly the de�nition
by Chung [14] as described back in Section 3.1.1, and no special modi�cation
were needed. So we applied:

L = Ψ− ΨP + P T Ψ
2

,

L = I − Ψ1/2PΨ−1/2 + Ψ−1/2PΨ1/2

2
.

The Perron vector can be computed using the power iteration method.
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Chapter 6

Experimental Results and

Evaluation

On two occasions I have been asked [by members of parliament!], "Pray, Mr.

Babbage, if you put into the machine wrong �gures, will the right answers

come out?" I am not rightly able to apprehend the kind of confusion that

could provoke such a question.

Charles Babbage

In this chapter we present an experimental analysis of our work. The whole
code related to PVFs extraction, to graph construction and to testbed do-
mains is implemented in Matlab. All the analysis take place under the
`three rooms gridworld' domain. The choice of such a domain is motivated
by several reasons. First of all, a simple domain such as this one would
be appropriate for our case, since we are starting a novel line of research.
The gridworld is also the classic RL testbed, chosen very often both for its
low complexity and for the fact that enables an immediate representation of
the learned structures and solutions, thanks to the fact that it consists in a
2-dimensional domain.

In the �rst section we want to evaluate the graph construction methods
we presented in Section 5.2. In the second and third section, instead, we
perform experiments related to transfer of learning, i.e. we extract PVFs
from one task and we test them into one or multiple related target tasks.

6.1 Graph Construction Analysis

In this section we perform an analysis of graph construction methods pro-
posed in Section 5.2. The aim of all these experiments is to investigate
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Figure 6.1: The three rooms gridworld domain

which is the graph construction method that best captures the representa-
tion of a single task. Appropriately capturing the representation of one task
is very important to achieve its e�ective transferability. We analyze meth-
ods for both domain-based PVFs and for policy-based PVFs. We investigate
whether the same graph model su�ces for both types of PVFs, or more accu-
rate graph models must be devised for the latter type and to better capture
a representation which is more accurately bound to the entire task.

The domain we use is a three-rooms gridworld domain. The domain is
represented in Figure 6.1

As we can see, it is a world composed by three rooms, each consisting
in 10 × 11 = 110 states. The total number of states is 330. There are
four available actions: 'north', 'south', 'west' and 'east', and each action is
correctly executed with a probability of 0.9. If an action is inapplicable or
fails its execution, then the agent remains in the same state. The reward is
set to 0 in all states except the cell located in the top right corner, which is
the goal and corresponds to a reward of 1.

We present di�erent types of plots: PVFs plots, the approximated value
function and the learning performance. Performances in reinforcement learn-
ing are computed by taking the average reward per trial received by the
agent. In our case we executed policy evaluation o�-line (i.e. after learning),
by uniformly choosing the starting state among the entire state space.

We will evaluate the goodness of each result by taking three parameters
into account: the chosen number of extracted PVFs, the shape of the PVFs
and of the value function and learning performance. We wish to keep the
�rst number low, to have a good aesthetics of PVFs and hence of the value
function (i.e. that closely resembles the exact one) and to have good learning
performances (high asymptote, fast convergence).
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6.1.1 Graph Construction for Domain Proto-value Functions

In this section we present experiments that tests several graph construction
methods for the extraction of domain-based PVFs. The result we would like
to give at the end of this section is which is the best graph construction
method for domain-based PVFs.

Experimental Setup

In this section we present three experiments. In the �rst we consider the
graph built using the Euclidean distance approach as described in Section
5.2.1. In the second we consider the random walk as graph, whereas in the
third we use state-action graphs.

Below we enlist the choices common to all three experiments.

• Type of graph operator: normalized graph Laplacian de�ned on undi-
rected graphs

• Max number of episodes for sample collection: 1000

• Max number of steps per episode for sample collection: 150

• Discount factor for value iteration: 0.9

• Number of PVFs to extract: 24

• Max iterations for LSPI: 16

• ε parameter for LSPI: 0.001

• Domain: three rooms gridworld

• Position of the goal: angle in (11, 30)

Results

Figure 6.2 shows the exact value function for this task.
In the �rst experiment PVF are extracted using the graph constructed by

taking the Euclidean distance into account. Extracted PVF are reported in
Figure 6.3. LSPI is not able to converge in 16 iterations. The approximated
value function found after the last iteration is reported in Figure 6.4 - left
and is very �at. Learning performances are reported in Figure 6.4 - right.

In the second experiment we consider the random walk on the MDP as
graph. Extracted PVFs are reported in Figure 6.5. As we can see from their
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Figure 6.2: Exact value function for the three rooms gridworld domain

Figure 6.3: The 24 PVFs extracted on the three rooms gridworld domain using graph

built by considering the Euclidean distance among states
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Figure 6.4: Left: Approximated value function for three rooms gridworld domain using

graph built by considering the Euclidean distance among states. Right: Learning per-

formances with LSPI for three rooms gridworld domain using graph built by considering

the Euclidean distance among states. Optimal is 0.075

Figure 6.5: The 24 PVFs extracted on the three rooms gridworld domain using the

random walk as graph
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Figure 6.6: Left: Approximated value function for three rooms gridworld domain using

the random walk as graph. Right: Learning performances with LSPI for three rooms

gridworld domain using the random walk as graph. Optimal is 0.075

shape, they are able to capture the discontinuities of the environment, i.e.
walls.

However, LSPI was still not able to converge in 16 iterations. However
the value function is able to capture the discontinuity of the wall which is
closer to the goal. Figure 6.6 - left shows the approximated value function,
whereas learning performances are reported in Figure 6.6 - right.

Finally, we execute a third experiment by considering the state-action
graph. Extracted PVFs are reported in Figure 6.7. This time, LSPI con-
verged in 14 iterations. The value function is now very similar to the optimal
one, as reported in Figure 6.8 - left, and learning performances are reported
in Figure 6.8 - right.

As a conclusion to this section, we can say that state-action graphs are
the best way we found to capture the domain representation on a simple
gridworld task. In the following section we use policy-based PVFs and we
see if this graph is still good enough to capture the representation of the
entire task.

6.1.2 Graph Construction for Policy-Based Proto-value Func-

tions

In this section we present experiments that tests several graph construction
methods for the extraction of policy-based PVFs. We investigate whether
graph methods presented in the previous section are still good for policy-
based PVFs, or new methods must be provided. The result we give at the
end of this section is which is the best graph construction method for policy-
based PVFs.
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Figure 6.7: The �rst 6 state-action PVFs extracted on the three rooms gridworld domain

using a state-action graph

Figure 6.8: Left: Approximated value function for three rooms gridworld domain using a

state-action graph. Right: Learning performances with LSPI for three rooms gridworld

domain using a state-action graph. Optimal is 0.075
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Experimental Setup

In this section we present six experiments. In the �rst two we consider
the state action graph. We set the exploration factor ε to 0.5 and 0.25
respectively, in order to see what happens when introducing the policy and
biasing the graph towards the goal. In the third and fourth experiment we
consider the averaged graph and the gamma graph as described in Section
5.3.2. Finally, in the �fth experiment we see what happens if we use a much
smaller number of PVFs, and �nally in the sixth experiment we test the
graph Laplacian as de�ned on directed graphs.

Below we enlist the choices common to all three experiments.

• Type of graph operator: normalized graph Laplacian de�ned on undi-
rected graphs in the �rst �ve experiments, and on directed graph in
the sixth

• Max number of episodes for sample collection: 1000

• Max number of steps per episode for sample collection: 150

• Discount factor for value iteration: 0.9

• Number of PVFs to extract: 24 for all experiments except the �fth, 3
in the �fth

• Max iterations for LSPI: 16

• ε parameter for LSPI: 0.001

• Domain: three rooms gridworld

• Position of the goal: angle in (11, 30)

Results

In the �rst experiment we consider the normal state-action graph, but ex-
ploration factor for policy-based PVF set to 0.50. Extracted PVFs are re-
ported in Figure 6.9. As we can see from their shape, they are di�erent from
domain-based PVFs.

LSPI converged in 13 iterations. However the value function is a poorer
approximation if compared with the one obtained with domain-based PVFs.
Figure 6.10 - left shows the approximated value function, and learning per-
formances are reported in Figure 6.10 - right. As we can see, they are slightly
poorer.
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Figure 6.9: The �rst 6 state-action PVFs extracted on the three rooms gridworld domain

using a state-action graph - Exploration factor 0.50

Figure 6.10: Left: Approximated value function for three rooms gridworld domain using

a state-action graph - Exploration factor 0.50. Right: Learning performances with LSPI

for three rooms gridworld domain using a state-action graph - Exploration factor 0.50.

Optimal is 0.075
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Figure 6.11: Left: Approximated value function for three rooms gridworld domain using

a state-action graph - Exploration factor 0.25. Right: Learning performances with LSPI

for three rooms gridworld domain using a state-action graph - Exploration factor 0.25.

Optimal is 0.075

In the second experiment we consider the normal state-action graph and
exploration factor for policy-based PVF set to 0.25. This time LSPI di not
converge after 16 iterations. The value function is a even poorer approxi-
mation and is reported in Figure 6.11 - left, and learning performances are
reported in Figure 6.11 - right. As we can see, they even poorer.

As we can see, by lowering the exploration rate, the approximation of
the value function and the learning performance become worse. We asked
ourselves why we get such a poor approximation of the value function. The
answer we came out with is the one explained in Section 5.3.2 of Chapter
5, i.e. when biasing the graph towards a policy we lose information about
actual state closeness if constructing the graph as we did in the latest ex-
periments. With these considerations in our mind, we �rst re-executed the
last experiment under the same settings but with the averaged state action
graph, i.e. we computed the graph as G = 1

N

∑N
i=1 P

i. Exploration factor
was set even lower, to 0.1. Resulting PVFs are depicted in Figure 6.12 LSPI
is still not able to converge after 16 iterations. However, learned value func-
tion is better as reported in Figure 6.13 - left, and learning performances are
reported in Figure 6.13 - right. As we can see, they are much better. As
we can see, the approximate value function now globally captures the policy,
i.e. it consists in a better approximation.

We now test the other graph model, i.e. the gamma graph. Extracted
PVFs are shown in Figure 6.14. As we can see, the information about the
policy is captured by �rst, �low-order� PVFs, whereas the remaining one
captures some information about the state space topology, even if the explo-
ration factor is low. LSPI is able to converge after 10 iterations. The learned
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Figure 6.12: The �rst 6 state-action PVFs extracted on the three rooms gridworld

domain using the averaged state-action graph - Exploration factor 0.1

Figure 6.13: Left: Approximated value function for three rooms gridworld domain using

the averaged state-action graph - Exploration factor 0.1. Right: Learning performances

with LSPI for three rooms gridworld domain using the averaged state-action graph -

Exploration factor 0.1. Optimal is 0.075
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Figure 6.14: The �rst 6 state-action PVFs extracted on the three rooms gridworld

domain using the gamma state-action graph - Exploration factor 0.1
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Figure 6.15: Left: Approximated value function for three rooms gridworld domain using

the gamma state-action graph - Exploration factor 0.1. Right: Learning performances

with LSPI for three rooms gridworld domain using the gamma state-action graph -

Exploration factor 0.1. Optimal is 0.075

value function is reported in Figure 6.15 -left and is a very good approxima-
tion of the optimal one. Learning performances are also very good and are
reported in Figure 6.15 - right.

This is so far the best graph model. PVFs extracted from this graph are
able to capture the policy, but still also information about the state space
topology. Suppose we want PVFs to capture only the policy. To achieve
this, we just decrease the number of PVFs to use. In the next experiment we
use just the �rst 3 PVFs. Learned value function is reported in Figure 6.16
- left. We are still able to get a good approximation of the value function.
Learning performances are still very good and are reported in Figure 6.16 -
right.

In the last experiment we ran the system under the same settings we just
described but we used the graph Laplacian de�ned for directed graphs (as
described in Section 3.1.1). As we can see, results are very similar to the last
case we examined. Figure 6.17 - left shows the approximated value function.
Learning performances are reported in Figure 6.17 - right.

Table 6.1 summarizes all graph construction methods introduced in Chap-
ter 5 and used during our experiments. For each of these, we indicate what
its meaning is, advantages and disadvantages.

6.1.3 Discussion

The aim of this section was to test the representation capabilities of both
domain-based PVFs and policy based PVFs. In doing so, we tested several
graph construction methods against each kind of PVFs.
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Figure 6.16: Left: Approximated value function for three rooms gridworld domain

using the gamma state-action graph and just 3 PVFs - Exploration factor 0.1. Right:

Learning performances with LSPI for three rooms gridworld domain using the gamma

state-action graph and just 3 PVFs - Exploration factor 0.1. Optimal is 0.075

Figure 6.17: Left: Approximated value function for three rooms gridworld domain

using the gamma state-action graph and directed graph Laplacian - Exploration factor

0.1. Right: Learning performances with LSPI for three rooms gridworld domain using

the gamma state-action graph and directed graph Laplacian - Exploration factor 0.1.

Optimal is 0.075
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Table 6.1: Graph construction methods

Graph Meaning Advantages Disadvantages

Using distance

concept

Captures domain spe-

ci�c closeness among

states

Produces good re-

sults if domain spe-

ci�c distance function

is provided

Requires handcoding

of the distance func-

tion for each domain

Random walk

based

Captures the transi-

tion dynamics

Approximates discon-

tinuities. Less big in

size

The approximated

is not optimal. Can

achieve only goal

transfer

State-action

graph

The graph which is

closer to the transi-

tion model

Produces good VF

approximations with

domain-based PVFs

Very big in size

Policy based

state-action

graph

Tradeo� between the

transition model and

the captured policy

Produces good re-

sults when policy in-

�uence is low

Results when policy

in�uence is high are

bad. Too big in size

Averaged (time-

average, dis-

counted) state

action graphs

Captures average-

term task speci�c

closeness among

states

Produces good re-

sults. Allows a dras-

tic reduction of the

number of PVF

No immediate mean-

ing. Too big in size

For domain-based PVFs, we saw that state-action graphs are a good
choice to capture the domain representation of one task, and that it per-
formed better than state graphs (both distance-based and based on the ran-
dom walk).

For policy-based PVFs, there was the need to introduce new kind of
graphs. If using standard state-action graphs, we saw that PVFs were able
to capture the policy only but not the state space topology anymore. We saw
that capturing the topology of the state space is important even and most
notably when we want the impact of the policy to be big. Hence, average
graphs proposed in Section 5.3.2 where devised. In particular, we saw that
discounted (gamma) graphs produced superior results. Furthermore, they
enabled learning of a good approximation of the value function even when
using a very low number of PVFs, thus reducing the storage needed for the
representation. Finally, we compared the results obtained with the Laplacian
for undirected graphs with those obtained with the Laplacian for directed
graphs. We saw that there is no much di�erence among the two, but this
can be due to the reversible nature of the environment we considered. In the
following we will be facing few more environments, and some of them are not
reversible. Hence from now on we will always use the Laplacian de�nition
on directed graphs.
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6.2 Goal Transfer Capabilities Analysis

In the previous section we saw that discounted state-action graphs are the
best model to capture the representation of one task. In this section we
present experiments that show how good PVFs extracted from this graph
are to achieve goal transfer. In the �rst sub-section, We examine transfer-
ability of PVF that are dependent only of the environment (domain-based
PVFs), and then we compare them to our own approach, i.e. policy-based
PVFs. In Chapter 5 we explained why domain-based PVFs should be already
capable to achieve goal transfer, since they are able to e�ectively capture
the representation of the domain, which is not changing from one task to
another. However, in this section we will see how there are still cases where
policy-dependent PVFs can have better transfer capability if compared to
domain-based PVFs.

In both sections, we �rst present experiments done considering one source
task and one target task and then experiments with one source task but
multiple target tasks. All the experiments will be executed on the three-
rooms gridworld domain, where only the goal changes position.

We consider a total of �ve experimental settings. In the examination of
domain-based PVFs, we will extract always the same PVFs, since only the
goal changes position. In the subsequent section, when examining policy-
based PVF, we consider the fourth and the �fth setting but we let the ex-
ploration factor change.

In the �rst experimental setting, we preserve the symmetry of the prob-
lem by moving the goal from the (11, 30) angle to the (11, 1) angle. The goal
transfer task is depicted in Figure 6.18 - left. PVFs are good when facing an
environment with many spatial geometries, so we would expect good results
from this �rst experiment. In the second setting we perform a �local change�,
i.e. we move the goal from (11, 30) to (6, 30). Figure 6.18 - right illustrates
this second experiment.

In the third setting we perform �nasty� change, i.e. we move the goal from
behind a wall to behind the same wall but on the other side. Figure 6.19 -
left illustrates this third experiment. The fourth setting consist in another
�local� change, i.e. we move the goal from the (11, 30) angle to coordinates
(8, 27). Figure 6.19 - right illustrates this third experiment.

Finally, in the last setting, we consider as source task the target task
of the fourth experiment. However here we have multiple target tasks, that
consist in perturbations of the source task. This experiment is illustrated in
Figure 6.20.
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Figure 6.18: Left: Transferring the goal from the (11, 30) angle to the (11, 1) angle.

Right: Transferring the goal from the (11, 30) angle to (6, 30)

Figure 6.19: Left: Transferring the goal from behind a wall to behind the same wall but

on the other side. Right: Transferring the goal from the (11, 30) angle to coordinates

(8, 27)
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Figure 6.20: Multi-target task experiment. Source task goal in (8, 27). Target tasks

are the 9 ones that have the goal nearby the goal of source task (including itself).

6.2.1 Domain-Based Proto-value Functions Analysis

Here we present four goal transfer experiments of type 1-1 (i.e. with one
source task and one target task) and one experiment of type 1-n (one source
task and multiple target tasks), which are based on all the settings 1, . . . , 5
we described earlier. In all experiments we use LSPI with state-action graphs
and the Laplacian de�nition on directed graphs.

Experimental Setup

Below we enlist the choices common to all four experiments.

• Type of graph: discounted state-action graph

• Type of graph operator: normalized graph Laplacian de�ned on di-
rected graphs

• Max number of episodes for sample collection: 1000

• Max number of steps per episode for sample collection: 150

• Discount factor for value iteration: 0.9

• Number of PVFs to extract: 24

• Max iterations for LSPI: 16

• ε parameter for LSPI: 0.001
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Figure 6.21: Exact value function for target task having goal set behind a wall

Figure 6.22: Left: Learned value function for target task having goal set in coordinates

(11, 1). Right: Learning performances with LSPI for target task having goal set in

coordinates (11, 1). Optimal is 0.075

Results

The optimal value function for the source task for the �rst experiment, second
and fourth experiment is reported in Figure 6.2. For the third experiment,
the optimal value function is the one reported in Figure 6.21. The outcome
of transfer in this experiment is very good. LSPI converges after 7 iterations
to the value function reported in Figure 6.22 - left, that is very similar to
the optimal one. The learning performance is depicted in Figure 6.22 - right
and show good results.

The optimal value function for the target task in the second experiment
is the one reported in Figure 6.23. This experiment shows that LSPI is able
to converge but later, after 11 iterations. However, as we can see in Figure
6.24 - left, the value function found in the latest iterations of LSPI is very
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Figure 6.23: Exact value function for target task having goal set in coordinates (6, 30)

Figure 6.24: Left: Learned value function for target task having goal set in coordinates

(6, 30). Right: Learning performances with LSPI for target task having goal set in

coordinates (6, 30). Optimal is 0.092

similar to the optimal one. Learning performances are depicted in Figure
6.24 - right. As we can see, results are still good.

The optimal value function for the source task of the third experiment
is reported in Figure 6.21, whereas for the target task we have the value
function depicted in Figure 6.25. In this experiment, results are worse than
before, both in terms of the learned value function and in terms of learning
performances. LSPI is still not able to converge to a policy. Furthermore,
as we can see in Figure 6.26 - left, the value function found in the latest
iterations of LSPI is less similar to the optimal one. Learning performances
are depicted in Figure 6.26 - right. As we can see, they are worse than before.

The optimal value function for the target task in the fourth experiment
is the one reported in Figure 6.27. In this experiment too LSPI is not able to
converge. Furthermore, as we can see in Figure 6.28 - left, the value function
�oscillates� between two value functions. At the end, the policy that was
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Figure 6.25: Exact value function for target task having goal set behind the same wall

but on the other side

Figure 6.26: Left: Learned value function for target task having goal set behind a wall

but on the other side. Right: Learning performances with LSPI for target task having

goal set behind a wall.. Optimal is 0.089

Figure 6.27: Exact value function for target task having goal set in coordinates (8, 27)
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Figure 6.28: Left: Oscillating value functions for target task having goal set in coordi-

nates (8, 27). Right: Learning performances with LSPI for target task having goal set

in coordinates (8, 27). Optimal is 0.105

found is very dissimilar from the optimal one. Learning performances are
depicted in Figure 6.28 - right. As we can see, they are very poor.

The experiment seems to contradict our intuition. Its set up is very close
to the �rst of the second experiment, i.e. only a local change is involved.
We would expect this experiment to perform closely as the second one, or at
least better than the third one. However this is not true. We believe that
this is due to the type of value function we are approximating. As we see,
performances become worse and worse as the value function to be approxi-
mated owns more and more discontinuities. We believe that the presence of
these discontinuity is the cause of domain PVFs not performing well, since
PVF are not so good in approximating very discontinuous functions. In the
next section we will see if, by capturing and transferring also information on
the goal, we are able to achieve better results.

Before going to the next section, we illustrate a variation of the fourth
experiment. In this variation, PVFs are extracted from the target task of
the fourth experiment (having exact value function reported in Figure 6.27),
but they are tested against multiple, in this case 9, target tasks, which are
a perturbation of this task.

Learning performances are reported in �gure 6.29 - left. Figure 6.30
shows the mean and the variance of learning performances. Finally, Figure
6.29 - right shows the performances of the task performing the worst.

As we can see, performance are poor in almost all of the 9 tasks. In the
next section we employ policy-based PVFs. We consider the last problem
considered in this section as experimental setting.
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Figure 6.29: Left: Learning performances with LSPI for multiple target tasks. Right:

Learning performances with LSPI of task performing the worst in the experiment with

multiple target tasks. Optimal ranges from 0.098 to 0.111.

Figure 6.30: Left: Mean of learning performances with LSPI for multiple target tasks

Right: Variance of learning performances with LSPI for multiple target tasks
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6.2.2 Policy-Based Proto-value Functions Analysis

Here we present an analysis of transfer capabilities of policy-based PVFs. We
will test our PVFs against the fourth and last goal transfer settings. The �rst
experiments are of type 1-1 (i.e. with one source task and one target task)
whereas the last one experiment of type 1-n (one source task and multiple
target tasks). In all experiments we use LSPI with state-action graphs and
the Laplacian de�nition on directed graphs

Experimental Setup

Below we enlist the choices common to all four experiments.

• Type of graph: discounted state-action graph

• Type of graph operator: normalized graph Laplacian de�ned on di-
rected graphs

• Max number of episodes for sample collection: 1000

• Max number of steps per episode for sample collection: 150

• Discount factor for value iteration: 0.9

• Number of PVFs to extract: 24

• Max iterations for LSPI: 16

• ε parameter for LSPI: 0.001

• Source task goal in (11, 30)

• Target task goal in (8, 27)

In the �rst four experiment, we let the exploration factor decrease from
one experiment to another. The number of PVFs, however, remains �xed to
24. Choices of exploration rate were: 0.5, 0.3, 0.1.

The last experiment is the same as the last 1-1 experiment of Section
6.2.1, the only di�erence is that we use our own PVFs with exploration
factor 0.25.
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Figure 6.31: Left: Oscillating value functions for target task having goal set in coordi-

nates (8, 27) and exploration factor 0.50. Right: Learning performances with LSPI for

target task having goal set in coordinates (8, 27) and exploration factor 0.50. Optimal

is 0.105

Results

Recall the optimal value function for the source task for this experiment is
the one reported back in Figure 6.2, whereas for the target task we have the
one reported in Figure 6.27.

With exploration factor 0.5, results are no much di�erent from the one
obtained with pure domain PVFs: LSPI is not able to converge and perfor-
mances are poor. Figure 6.31 - left and shows the �oscillating� value func-
tions learned by LSPI. Learning performances are also bad and are depicted
in Figure 6.31 - right.

We now set the exploration factor to 0.3. Figure 6.32 - left shows the value
function learned by LSPI. We see that is slightly able to capture the goal, but
that it su�ers from the fact that the goal of the source task is not very close to
the one of the target task. Figure 6.32 - right shows learning performances.
As we see, we are able to perform better than by using domain-based PVFs
or by keeping the exploration rate high.

Finally, we further decrease the exploration factor to 0.1. Figure 6.33 -
left shows which value function is learned. As we can see, it is too close to
the optimal value function of the target task. We can say that, in this case,
a form of negative transfer has occurred. Figure 6.33 - right shows learning
performances. As we see, they are lower than the previous case.

Finally, the last experiment is again the 1-n transfer experiment. Explo-
ration factor is 0.25.

Learning performances are reported in �gure 6.34 - left. Figure 6.35
shows the mean and the variance of learning performances. Finally, Figure
6.34 - right shows the performances of the task performing the worst.
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Figure 6.32: Left: Learned value function for target task having goal set in coordinates

(8, 27) and exploration factor 0.3. Right: Learning performances with LSPI for target

task having goal set in coordinates (8, 27) and exploration factor 0.3. Optimal is 0.105

Figure 6.33: Left: Learned value function for target task having goal set in coordinates

(8, 27) and exploration factor 0.1. Right: Learning performances with LSPI for target

task having goal set in coordinates (8, 27) and exploration factor 0.1. Optimal is 0.105

Figure 6.34: Left: Learning performances with LSPI for multiple target tasks with

policy-based PVF and exploration factor 0.25. Right: Learning performances with

LSPI of task performing the worst in the experiment with multiple target tasks with

policy-based PVF and exploration factor 0.25. Optimal ranges from 0.098 to 0.111.
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Figure 6.35: Left: Mean of learning performances with LSPI for multiple target tasks

with policy-based PVF and exploration factor 0.25. Right: Variance of learning per-

formances with LSPI for multiple target tasks with policy-based PVF and exploration

factor 0.25

We can still see some tasks that do not perform so well. However, average
performances are better if compared to the ones obtained with domain-based
PVFs.

6.2.3 Discussion

In this section we compared transfer capability of domain-based PVFs against
those of policy-based PVFs. We saw that, in some problems, domain-based
PVFs obtains very poor results. We believe that these problems are char-
acterized by target tasks that are associated with an optimal value function
that is very discontinuous. PVFs are very good approximation basis for func-
tions on graphs that are smooth with respect to the geometry of the state
space, so functions that are less smooth are not so well approximated using
PVFs.

What we just said above is also true for policy-based PVFs. However, as
we saw in Section 6.2.2, they are able to achieve better results. We try to
explain this behavior in the following.

Notice that goal transfer experiments performed with policy-based PVFs
involved only a local change of the position of the goal. This enabled the two
tasks to be very �close� in terms of their goal, so our PVFs were e�ectively
able transfer the information about the location of the goal. We believe that
transferring this information, in some way, �counter-balanced� the fact that
we are facing with a value function with is not smooth close to the goal
and the fact that PVFs are not good approximation basis for such kinds of
functions.

As a conclusion, in this section we showed how domain-based PVFs are
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most of the times able to achieve e�ective goal transfer. Furthermore, policy-
based PVFs may have more e�ective transfer capabilities than domain-based
PVFs in cases where the goal position is only locally modi�ed in the target
task (w.r.t. the source task) and we are facing very discontinuous functions.

6.3 Domain Transfer Capability Analysis

In this section we present experiments that show PVFs' capabilities to achieve
domain transfer. As we stated in Chapter 5, the reason why policy-based
PVFs were introduced is to better capture the representation of the entire
task, since they are both domain and goal dependent. Hence, we expect
them to have better domain-transfer capabilities than domain-based PVFs,
in cases where capturing the environment representation is not enough or is
detrimental. In our experiments, we will concentrate on the second case. We
�rst examine transferability of domain-based PVFs. Subsequently, we see re-
late them to our own approach, i.e. policy-based PVFs. In both sections, we
present experiments done considering only one source task and one target.
All the experiments will be executed on the three-rooms gridworld domain.
The di�erence in the domain is related to the transition probabilities, i.e. we
will simulate environments that are tilted against one direction. Since the
domain here changes, we will also report extracted PVFs whenever relevant.

6.3.1 Domain-Based Proto-value Functions Analysis

Here we present two domain transfer experiments of type 1-1 (i.e. with
one source task and one target task). In all experiments we use LSPI with
state-action graphs and the Laplacian de�nition on directed graphs.

The �rst experiment is characterized by a source task whose domain
is �tilted� towards the goal (i.e. in the south-east direction). To achieve
this, we modi�ed the transition probabilities in a way such that the actions
right and down succeed with a probability which is higher than the one
corresponding to the other two actions. Furthermore, if an action fails its
execution, the agent moves right instead than in a random direction. In the
second experiment, the opposite strategy was followed. Here the source task
correspond to a domain which is tilted in the opposite direction of the goal,
hence the outcomes west and north happens with higher probability and
the agent moves left if an action fails. Both experiment were characterized
by the same target domain, which is the standard �at domain. Figure 6.36
represents both experimental settings.
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Figure 6.36: Left: Transferring domain tilted towards the goal to normal domain. Right:

Transferring domain tilted against the goal to normal domain.

Experimental Setup

Below we enlist the choices common to all four experiments.

• Type of graph: discounted state-action graph

• Type of graph operator: normalized graph Laplacian de�ned on di-
rected graphs

• Max number of episodes for sample collection: 10000 for the �rst ex-
periment and 150000 in the second experiment

• Max number of steps per episode for sample collection: 15 in the �rst
experiment and 1 in the second experiment

• Number of collected samples: 150000 in both experiments

• Discount factor for value iteration: 0.9

• Number of PVFs to extract: 3 in the �rst experiment and 6 in the
second experiment

• Max iterations for LSPI: 16

• ε parameter for LSPI: 0.001

• Position of the goal: angle in (11, 30)
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Figure 6.37: Exact value function for source task having the domain tilted towards the

goal

Two peculiar choices are done in these experiments. First we use a large
number of learning trials against a low number of steps per trial. This is
justi�ed by the fact we want to gather samples that cover all of the states
enough times, so we use random restart as a means to do so. The second
choice was a low number of PVFs for both experiment. This choice is justi�ed
by considering the fact that, in these experiments, we want to achieve transfer
among tasks that are very related, since their optimal policy is very similar.
Hence we assume that, to capture the representation of such tasks, a very
low number of PVFs should be required.

Results

The optimal value function for the source task for the �rst experiment is
reported in Figure 6.37, whereas the value function of the target task is the
usual one and is reported in Figure 6.2.

The outcome of domain transfer in this experiment is good. LSPI con-
verges after just 4 iterations to a value function that is very similar to the
optimal one. Extracted PVFs are reported in Figure 6.38. The approximated
value function is reported in Figure 6.39 - left and learning performances are
depicted in Figure 6.39 - right and show good results. This experiment shows
good results despite the very low number of PVFs and the fact that we are
capturing information on a domain which is changing. One way to explain
this is to consider the fact that the source domain is tilted towards the goal,
hence the graph and PVFs captures information which will help learning
reaching the goal in the source task.

To test this assumption we perform the second experiment where the
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Figure 6.38: The 3 extracted state-action PVFs from source task having the domain

tilted towards the goal

Figure 6.39: Left: Learned value function for standard target task using domain tilted

towards the goal as source task. Right: Learning performances with LSPI for standard

target task using domain tilted towards the goal as source task. Optimal is 0.075
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Figure 6.40: Exact value function for source task having the domain tilted in the

opposite direction of the goal

assumption is not met but the opposite holds, i.e. the source domain is
tilted in the opposite direction of the goal.

The optimal value function for the source task for the second experiment
is depicted in Figure 6.40. The outcome of domain transfer in this experi-
ment is detrimental. LSPI does converge after 6 iterations, but the learned
value function is very dissimilar from the optimal one. Extracted PVFs are
reported in Figure 6.41. Approximated value function is reported in Figure
6.42 - left. Learning performances are depicted in Figure 6.42 - right and
show very poor results.

In the next section we further analyze the second experiment by employ-
ing policy-based PVFs.

6.3.2 Policy-based Proto-value Functions Analysis

Here we present an analysis of domain transfer capabilities of policy-based
PVFs. We will test our PVFs against the second and last domain transfer
problem of the previous section. They are all of type 1-1 (i.e. with one source
task and one target task). In all experiments we use LSPI with state-action
graphs and the Laplacian de�nition on directed graphs.

Experimental Setup

Below we enlist the choices common to all four experiments.

• Type of graph: discounted state-action graph

• Type of graph operator: normalized graph Laplacian de�ned on di-
rected graphs
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Figure 6.41: The 6 extracted state-action PVFs from source task having the domain

tilted in the opposite direction of the goal

Figure 6.42: Left: Learned value function for standard target task using domain tilted

in the opposite direction of the goal. Right: Learning performances with LSPI for

standard target task using domain tilted in the opposite direction of the goal. Optimal

is 0.075
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• Max number of episodes for sample collection: 150000

• Max number of steps per episode for sample collection: 1

• Discount factor for value iteration: 0.9

• Number of PVFs to extract: 6

• Max iterations for LSPI: 16

• ε parameter for LSPI: 0.001

• Position of the goal: angle in (11, 30)

In the these three experiments, we let the exploration factor decrease
from one experiment to another. The number of PVFs, however, remains
�xed to 6. Choices of exploration rate were: 0.75, 0.5, 0.1.

Results

Recall the optimal value function for the source task for this experiment is
the one reported in Figure 6.37, whereas for the target task we have the one
reported in Figure 6.2.

With exploration factor 0.75, results are no much di�erent from the one
obtained with pure domain PVFs: LSPI does converge after 11 iterations,
but learned value function is a bad approximation and performances are
poor. Extracted PVFs are reported in Figure 6.43.

Figure 6.44 - left shows the value function learned by LSPI. Figure 6.44
- right shows learning performances. As we see, performance are still very
poor.

We now set the exploration factor to 0.5. Figure 6.45 - left shows the
value function learned by LSPI. As we can see, results are already better.
LSPI converges after 8 iterations to a value function which is closer to the
optimal one than the previous ones. Learning performances are also slightly
better and are depicted in Figure 6.45 - right.

We perform a last experiment with exploration factor 0.1. Extracted
PVFs are reported in Figure 6.46. Figure 6.47 - left shows learned value
function, whereas Figure 6.47 - right shows learning performances.

We see that, in this case, we are able to learn a value function which is
very close to the optimal one and, in terms of learning performances, they
are very good too.
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Figure 6.43: The 6 extracted state-action PVFs from source task having the domain

tilted in the opposite direction of the goal and exploration factor 0.75

Figure 6.44: Left: Learned value function for standard target task using domain tilted

in the opposite direction of the goal and exploration factor 0.75. Right: Learning

performances with LSPI for standard target task using domain tilted in the opposite

direction of the goal and exploration factor 0.75. Optimal is 0.075
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Figure 6.45: Left: Learned value function for standard target task using domain tilted

in the opposite direction of the goal and exploration factor 0.50. Right: Learning

performances with LSPI for standard target task using domain tilted in the opposite

direction of the goal and exploration factor 0.50. Optimal is 0.075

Figure 6.46: The 6 extracted state-action PVFs from source task having the domain

tilted in the opposite direction of the goal and exploration factor 0.10
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Figure 6.47: Left: Learned value function for standard target task using domain tilted

in the opposite direction of the goal and exploration factor 0.10. Right: Learning

performances with LSPI for standard target task using domain tilted in the opposite

direction of the goal and exploration factor 0.10. Optimal is 0.075

6.3.3 Discussion

Experiments considered in this section involved a class of tasks that share a
very similar policy. We assumed that, in order to represent this very simple
class, a very low number of PVFs are needed. The experiments showed that
domain-based PVF, in some cases, can achieve e�ective domain transfer,
whereas in some other cases, they are not able to capture the knowledge
shared in this particular class of tasks.

Domain based PVFs are successful in achieving domain-transfer in the
case the source task's domain embeds, in some forms, information about the
optimal policy. In the case considered, the domain was tilted in the direction
of the goal, hence the domain itselfs contained �hints� on how the task should
be solved (the optimal optimal policy). This information was successfully
transferred to the target task, even if very few PVFs were used.

In the other case, domain-based PVFs achieved low performances. It is
the case when the source task's domain embeds information that is detrimen-
tal for the achievement of that particular task. In such cases, transferring
information about the optimal policy can be important in order to success-
fully capture the shared representation. Hence, under these circumstances,
policy-based PVFs achieves better performances than domain-based PVFs,
as in our last experiment.
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Chapter 7

Conclusion and Future Work

I do not fear computers. I fear the lack of them.

Isaac Asimov

In this last chapter we present a �nal discussion on transfer learning and on
where our work brought us. We will see how our contribution is useful to set
up fertile ground for further work on transfer, in particular in representation
learning. Subsequently, suggestions for further work on transfer learning will
be provided.

7.1 Conclusion and Discussion

Reinforcement learning, despite its general breath of application, su�ers from
huge computational complexity problems, making di�cult the achievement
of learning also in very simple concrete applications. Transfer of knowledge
is an e�ective means to reduce this problem. By transferring knowledge
across di�erent tasks, one can re-use existing experience, thus making start-
ing learning from scratch in new tasks no longer necessary.

We believe that this thesis has brought two main contributions to transfer
learning in RL.

First, we propose a uni�ed view of the transfer learning problem. Ac-
cording to our uni�ed view, achieving transfer learning means that one has
to ful�ll three main objectives: achievement of better convergence times, a
problem that can be faced by using skill extraction techniques, experience
re-use and e�cient use of samples; achievement of a better asymptotic be-
havior, that deals with learning of a good and compact representation of the
structure that lies below the previously encountered tasks; improvement of
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the initial performance, that can be ful�lled by appropriately initializing the
solution for the target task.

Our second contribution was to develop extensions to some existing work
in order to deal with the second objective, i.e. representation learning.
In particular, we extended Mahadevan and Maggioni's work on PVFs [35].
Their original work involved extraction of PVFs that could be used as generic
approximation basis functions able to approximate any value function on a
given domain. Our extension made possible a better learning of the represen-
tation, both in terms of the domain and in terms of the goal that characterize
the task at hand. We proposed several novel graph construction methods and
provided experimental evidence showing that they were appropriate to cap-
ture the representation lying underneath tasks. Furthermore, we introduced
policy-based PVFs, i.e. PVFs that are constructed by taking the optimal
policy of the source task into account, thus capturing the representation of
the entire task instead of the one related to the domain only.

All the experiments were implemented in a three-rooms gridworld do-
main. Despite its simplicity, this domain proved to be also very challenging
under the point of view of FA. This is because the presence of walls induced,
in most of cases, a lot of discontinuities that may cause a lot of problem to
function approximators. Domain-PVFs proved to be already good in this
respect as an alternative to classical hand-coded basis functions, and in few
cases, policy-based PVFs proved to be even superior.

In our experiments, we �rst investigated which is, among the ones we
propose, the graph construction method that best captures the domain rep-
resentation, and it turns out that state-action graphs are the best choice. We
then switched to the case of task representation, using policy-based PVFs,
and in this case the best graph construction method turned out to be the
discounted (gamma) state-action graph. Subsequently, we executed transfer
experiment under the same domain. We saw that, in case of goal transfer,
domain-based PVFs are already able to provide e�ective transfer in most of
the situations. However, there are some cases where the reward function is
such that the value function to be approximated is very discontinuous, even
in very simple domains as this one. In such cases, transferring information
about the policy using policy-based PVFs can counter-balance the intrinsi-
cally low approximation capabilities of PVFs when there is the need to ap-
proximate very discontinuous value functions. Finally, we executed domain
transfer experiments. We saw that transferring information about the policy
can help solve target tasks in cases where the value function to be approxi-
mated is similar between the source and the target task, but domain-based
graphs and PVFs are very dissimilar. In all these experiments, our approach
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seemed to provide good initial results, both in terms of representation and
transfer capabilities. Interesting future work may involve the application of
those techniques in more complex and dynamic domains, both in the discrete
and in the continuous case.

This work also opens brand new perspectives of future works. Next we
analyze some proposals of future extensions and research.

7.2 Future Work

In this section we present several suggestions that can be used as a guideline
in order to continue our work on transfer learning. These guidelines can be
divided in four subgroups: the �rst is related to possible formal de�nition
of transfer learning, whereas the latter three are related each to one of the
three transfer learning objectives (see Section 4.1.3).

A Formal De�nition of Transfer Learning The next step towards a
uni�ed framework for transfer learning is to provide a more formal de�nition
of the whole problem. In particular, it is necessary to provide a better and
more formal de�nition of the three steps, in order to be able to de�ne the
problem of searching of the optimal solution in each of these cases. This can
be not very simple, since some of these three objectives (in particular the
�rst and the third) involve the achievement of some trade-o�. The ultimate
goal is to provide a general framework for transfer in RL, both in formal
terms and in terms of available techniques, and to apply this framework in
concrete robotic systems.

Objective 1 - Convergence Time Improvement through Optimal

Sample Gathering and use of Markov Options An interesting future
research direction is bound to objective 1, i.e. the improvement of conver-
gence times. The �rst reseach perspective for this objective is based on the
�tted RL setting. Fitted RL has the advantage of being simple, since sam-
pling and learning phases are separate. In order to achieve a better gathering
of experience, we can modify the sampling phase by introducing techniques
to make it capable to gather more samples in the region of the state space
that are of some interest to the optimal policy of source tasks. This of course
is not achievable by simply using the optimal policy to gather samples. At
the other hand, by tweaking the learning phase we can enable a more e�cient
use of the already gathered experience.

In the general RL case, one can investigate the applicability of techniques
based on Markov options and subgoal discovery to a transfer learning setting.
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It would be interesting to conduct several experiments in order to see how
learning and adaptation of options is suitable for transfer. In a typical exper-
imental setup, we would extract options from some source tasks. Then we
would use these options on the target task and see if performance improve-
ment in term of learning rate is achieved. Those option should be general
enough to ensure a faster exploration of the target task's environment and
a better gathering and use of samples.

Objective 2 - On-line transfer and Parametrization and Adaptation

of PVFs As we saw in Chapter 6, our approach was able to obtain PVFs
able to approximate a value function consisting in the task policy. However
we believe that those results can be further improved. Several improvement
can be investigated, and will be discussed next.

One major drawback of PVFs approaches is their enormous complexity.
It is true that PVFs learned in one task can be re-used in multiple target
tasks sharing some commonalities, but the amount of time to learn PVFs
from scratch and the size of data structures needed to represent them can
be enormous in medium to complex problems. PVFs as they were proposed
in this work assume a tabular form, i.e. each individual PVF must be stored
under a vector form whose size is |S| for state PVFs and |S| × |A| for state-
action PVFs. This can be seen as a contraddiction to the very essence of FA,
whose aim is to solve the curse of dimensionality. Hence, there is the need
to devise techniques able to introduce a parametrization of PVFs. In this
way, PVFs can be described by a compact set of parameters. Furthermore,
one can think of dynamically adapt this parametric structure on-line, as new
di�erent tasks arise.

Another direction of future work is to devise techniques that enable the
on-line combination of PVFs among themselves. This is needed since it is
a way to enable learning of representation not only from a single task, but
also from multiple tasks at once. This combination can be achieved either by
doing a pairwise joining of PVFs, or by simply incrementally add new basis
functions as new tasks arises, or ultimately by combining or augmenting
their parametric structure.

A further possible extension would use di�usion wavelets [34] instead than
PVFs. Di�usion wavelets enable the analysis of the graph in a multi-scale
perspective, and it can be used under a more hierarchical setting.

Objective 3 - Average MDP Development of techniques able to deal
with objective 3 can be achieved according to di�erent perspectives. One
possible way is to �nd a good solution (for example a value function or a



7.2. Future Work 133

policy) initialization that would yield to a better intercept of the target task.
If we are given a set of source tasks, than the best solution initialization for
the target task would be the one corresponding to the average MDP of the
source tasks. Hence, a technique able to compute the average MDP given a
set of source MDPs must be developed. This would enable the achievement
of the �rst subgoal of this objective, i.e. a good starting performance. For
the other subgoal, other special techniques are needed. Currently, solutions
based on �tted RL are being investigated.
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